PoPETs

Proceedings on Privacy Enhancing Technologies ;

2022 (3):606-629

Janus Varmarken*, Jad Al Aaraj, Rahmadi Trimananda, and Athina Markopoulou

FingerprinTV: Fingerprinting Smart TV Apps

Abstract: This paper proposes FINGERPRINTV, a fully
automated methodology for extracting fingerprints from
the network traffic of smart TV apps and assessing
their performance. FINGERPRINTV (1) installs, repeat-
edly launches, and collects network traffic from smart
TV apps; (2) extracts three different types of net-
work fingerprints for each app, i.e., domain-based fin-
gerprints (DBF), packet-pair-based fingerprints (PBF),
and TLS-based fingerprints (TBF); and (3) analyzes the
extracted fingerprints in terms of their prevalence, dis-
tinctiveness, and sizes. From applying FINGERPRINTV
to the top-1000 apps of the three most popular smart
TV platforms, we find that smart TV app network fin-
gerprinting is feasible and effective: even the least preva-
lent type of fingerprint manifests itself in at least 68%
of apps of each platform, and up to 89% of fingerprints
uniquely identify a specific app when two fingerprinting
techniques are used together. By analyzing apps that ex-
hibit identical fingerprints, we find that these apps often
stem from the same developer or “no code” app gen-
eration toolkit. Furthermore, we show that many apps
that are present on all three platforms exhibit platform-
specific fingerprints.
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1 Introduction

A smart TV (or connected TV) is an Internet-connected
TV with computational capabilities. These enhance-
ments to the traditional TV set enables the smart TV
to stream content from the Internet and run interactive
applications. Smart TVs come in two flavors: (1) built-
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in smart TVs, where the hardware and software is in-
tegrated in a traditional TV set; and (2) over-the-top
streaming devices, which are external dongles or boxes
that transform a TV into a smart TV. In this paper, we
use “smart TV” to refer to both flavors.

Over the past decade, consumers have increasingly

adopted smart TV devices: between 2011 and 2021, the
percentage of U.S. TV households with at least one
smart TV has increased from 30% to 82% [1], and smart
TV sets now outnumber traditional TV sets in Amer-
ican homes [2]. Smart TVs offer convenient access to
streaming services such as Netflix and Hulu, a rich se-
lection of games, and are also increasingly used as a
central hub for entertainment in general, such as music
streaming and social media [3]. While appealing from
an entertainment standpoint, smart TVs also introduce
new privacy risks. For example, researchers have shown
that tracking is pervasive on smart TVs [4, 5]—even
if the user opts to limit ad tracking [4]—and blocklists
only provide limited protection against exposure of per-
sonally identifiable information [4, 5].
Motivation. In this paper, we set out to further char-
acterize the privacy exposures of smart TVs by studying
if a passive, in-network observer can identify what ap-
plication (“app”) is in use on a smart TV from the net-
work traffic it generates, even if the traffic is encrypted.
This type of problem is commonly referred to as net-
work fingerprinting and has been studied extensively in
the context of websites [6-24], desktop and mobile ap-
plications [25-28], and Internet of Things (IoT) devices
with narrow functionality, such as smart light bulbs and
smart plugs [29-33]. However, to the best of our knowl-
edge, no work has explored the feasibility of smart TV
app fingerprinting at scale. This constitutes a significant
gap in the literature for the following reasons.

First, in the context of smartphones, app usage has
been shown to be indicative of the user’s demograph-
ics, personality, interests, preferences, and habits [34].
Assuming this carries over to smart TVs, and consid-
ering that viewing history is regarded a cornerstone of
programmatic TV advertising [35], smart TV app usage
data is arguably a valuable asset for businesses engaged
in targeted advertising. Since Internet Service Providers
(ISP) are known to collect and use rich information
about their customers for advertising purposes [36], it

[®) ov-ne-np |



FINGERPRINTV: Fingerprinting Smart TV Apps = 607

Legend

Contribution
[ o ou'p‘" ]

Third-Party Code

App Selection Network Traffic Collection

Fingerprint Extraction

-
Controller

tcpdump / tshark l—>\

App Store Crawler
Apple App Store

Amazon Appstore

Packet Captures }->

Fingerprint Member (FM)
Candidate Extraction
(Cisco Mercury, PingPong)

Post Processing
App Fingerprints
(Domain- / Packet-Pair- / [T
TLS-based fingerprints)

Roku Channel Store

Smart TV

'

(Apple TV / Fire TV / Roku)

Top-1000 Apps  HH e _
p pp > Arp

(Domains / Packet Pairs /

(Prevalence, Distinctiveness, Sizes)

FM Candidates [ Performance Assessment]

TLS Fingerprints)

Fig. 1. Overview of FINGERPRINTYV, a system for assessing the feasibility of fingerprinting smart TV apps. The Controller is a com-

puter with both a wired and a wireless network interface, which is configured as a wireless access point with NAT. The smart TV

is associated with this wireless network. FINGERPRINT'V first crawls the app store of the smart TV platform to determine a list of
apps to test (see Section 3.1). Next, FINGERPRINTV collects multiple samples of the “on-launch” traffic of each app in this list (see
Section 3.2). FINGERPRINTV then processes the collected traffic samples to identify consistently occurring traffic, referred to as fin-
gerprints (see Section 4.1). Finally, FINGERPRINTV assesses the resulting fingerprints’ discriminative power using a methodology we
devise that is based on agglomerative (hierarchical) clustering (see Sections 4.2 and 5).

is important to quantify to what extent they can track
their customers’ smart TV app usage as well.

Second, recognizing that television viewing history
may reveal sensitive information about the viewer, such
as religion and sexual orientation, the U.S. Congress has
enacted laws that obligate (cable) companies to obtain
consent from consumers before they collect and/or dis-
close viewing history, e.g., the Cable Privacy Act and
the Video Privacy Protection Act [36]. Although the
smart TV app in use may not reveal the exact con-
tent the user is watching in that respective app, it may
still reveal the content’s theme (e.g., religious, political,
adult etc.) as many smart TV apps limit their offerings
to a certain genre. Furthermore, for smart TV apps that
offer access to a single live stream, the smart TV app
in use is synonymous with the content being watched.
Smart TV app fingerprinting may thus potentially con-
stitute a violation of said laws.

Third, privacy concerns aside, smart TV app finger-
printing may have potential security implications, and
can also be used for quality-of-service optimization. For
example, an attacker who is aware of a vulnerability in
a certain smart TV app can, by observing the mani-
festation of its fingerprint in live traffic, time when to
launch their attack. Additionally, since most smart TV
app traffic is bandwidth intensive, as it often involves
video streaming, network operators may be interested in
the ability to dynamically prioritize traffic from smart
TVs when certain apps are in use.

Contributions. In order to empirically assess the fea-
sibility of fingerprinting smart TV apps, we take the
following steps.

First, we design and implement FINGERPRINTV,
a fully automated system for assessing the feasibility

and effectiveness of fingerprinting smart TV apps. An
overview of FINGERPRINTV is provided in Figure 1.
FINGERPRINTV (1) automatically installs, and repeat-
edly launches apps, while collecting their network traf-
fic; (2) extracts a domain-based fingerprint (DBF), a
packet-pair-based fingerprint (PBF), and a TLS-based
fingerprint (TBF) from the network traffic of each app;
and (3) assesses the extracted fingerprints’ performance,
in terms of their prevalence, distinctiveness, and sizes.
To that end, we propose a methodology based on ag-
glomerative clustering that (i) provides flexibility to
make a trade-off between a fingerprint’s size and its reli-
ability, and (ii) is general enough to be applicable across
all three types of fingerprints. We consider DBFs, PBFs,
and TBFs because they are lightweight and only rely on
a few packets per network flow, yet remain applicable
even if an app’s traffic is encrypted using TLS.

Second, we deploy FINGERPRINTV to collect net-
work traffic from the top-1000 most reviewed smart TV
apps of the three most widely used smart TV platforms,
namely Apple TV, Fire TV, and Roku [37]. To the best
of our knowledge, this is the first large-scale smart TV
traffic dataset that also includes traffic from Apple TV
apps. The dataset comprises 30K packet captures, 10K
per platform.

Third, we analyze this dataset and provide the fol-
lowing findings and insights. We find that smart TV app
fingerprinting is highly feasible and effective: even the
least prevalent type of fingerprint manifests itself in at
least 68% of apps of each platform. However, a finger-
print is only effective if it is distinct among other finger-
prints. With this in mind, only DBFs and PBF's have
merit, as up to 63% and 88% of the apps that exhibit
DBFs and PBFs, respectively, have DBFs/PBFs that



are distinct among those of other apps of the same plat-
form. We also find that if DBFs and PBF's are used in
conjunction, 78%, 89%, and 76% of Apple TV, Fire TV,
and Roku apps, respectively, have distinct fingerprints.
Furthermore, our results show that when multiple apps
exhibit an identical fingerprint, a common explanation
is that these apps stem from the same developer, or
have been generated using the same “no code” toolkit.
Finally, we find that among 80 apps that are made avail-
able on all three smart TV platforms, 76% exhibit a
different fingerprint on each platform, thus making it
possible to not only fingerprint the smart TV app itself,
but also to identify which platform it is being used on.

Network traffic features, such as destinations,
packet sizes, and TLS configuration parameters, have
been used to create fingerprints in other contexts [32,
38-46], but this paper is the first to consider them for
smart TV apps. Our main contributions are the appli-
cation and adaptation of existing families of techniques
to smart TV apps, and a methodology that allows for
automated extraction and evaluation of a range of fin-
gerprints (i.e., DBFs, PBFs, and TBFs), in a uniform
way and at scale. The implementation of our method-
ology can be used to repeat such assessments in the
future, as smart TV apps and their fingerprints evolve.
To that end, we plan to make the FINGERPRINTV code
and dataset publicly available [47].

Outline. The remainder of this paper is structured as
follows. Section 2 summarizes related work. Section 3
describes how we selected what apps to include in our
study, and how FINGERPRINTYV instruments the three
smart TV platforms. Section 4 introduces the three fin-
gerprinting techniques we consider, and explains the
methodology we devise for assessing their performance.
Section 5 presents the results for how well the three
fingerprinting techniques perform. Section 6 compares
fingerprints across platforms, and examines the benefits
of using different fingerprinting techniques in conjunc-
tion. Section 7 discusses possible defenses, limitations,
and future directions. Section 8 concludes the paper.

2 Background & Related Work

A network fingerprint (or signature) is network traffic
that is characteristic for certain software (or hardware)
and that may thus be used to identify the presence of
such software (hardware) on the network. Fingerprint-
ing has been studied by academics and professionals
for decades, because it enables valuable services such
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as Network Intrusion Detection Systems and traffic pri-
oritization schemes, yet at the same time also introduces
privacy risks as it allows network operators to “spy” on
individual users’ computer usage.

Early fingerprinting techniques relied on applica-
tions’ use of well known ports, but this approach had
limited accuracy and granularity, which paved the way
for proposals that relied on inspection of packet pay-
load [48, 49]. Techniques based on payload inspection
also proved applicable to recent emerging technologies,
such as smartphones [50] and IoT [51], but their rele-
vance is declining as the use of encryption is becoming
more widespread in these technologies [52-54].

Fingerprinting Encrypted Traffic. With the intro-
duction of SSL, the predecessor to TLS, researchers
began exploring what information could (still) be in-
ferred from network traffic, despite the payload be-
ing encrypted. For example, Bernaille and Teixeira [44]
demonstrated that the application layer protocol used
on top of SSL could be identified by analyzing the sizes
and directions of the first few packets of an SSL session.
Researchers have also reconstructed even more granular
information from encrypted network traffic by finger-
printing HTTP User-Agent strings [55], websites [6, 7]
(even in the presence of additional privacy enhancing
technologies, such as encryption of domain names, tun-
neling, onion routing, and traffic morphing [8-24]), in-
dividual webpages on social media websites [56], desk-
top [25] and mobile [26-28] applications, and even in-
dividual user actions in mobile applications [57, 58] as
well as voice commands on smart speakers [59-62] and
individual functionality on IoT devices [29-33].

Some work has even shown that it is possible to
fingerprint video content [63, 64]. Content fingerprint-
ing provides more granular information than smart TV
app fingerprinting, but is not as lightweight as the fin-
gerprinting techniques we consider for smart TV apps.
For example, Schuster et al. [64] employ Convolutional
Neural Networks, and also note that data collection is a
bottleneck as content must be played back in real-time,
multiple times, and the technique proposed in [63] needs
access to at least 30 Application Data Units, which
equates to two minutes of video playback, before any
inference attempts can be made.

Privacy of Smart TVs. While the literature on fin-
gerprinting is evidently rich, to the best of our knowl-
edge, no prior work has studied smart TV app finger-
printing at scale. A few papers have investigated finger-
printing in the context of smart TVs (alongside other
IoT devices) [31, 32, 40, 51, 65]. However, these pa-



pers are concerned with fingerprinting the smart TV
“as a whole”, i.e., identifying its presence on the net-
work [40, 51, 65], or with fingerprinting basic events on
smart TVs, e.g., returning to the menu screen [31, 32],
but do not attempt to fingerprint individual smart TV
apps. Furthermore, since the network traffic profiles of
smart TV apps differ from those of simpler smart home
devices, existing fingerprinting techniques, such as Ping-
Pong [32], need to be modified accordingly. We discuss
this in further detail in Section 4.1.2.

The work closest to ours is that of Moghaddam et
al. [4] and our own prior work [5]. These papers were the
first to study smart TV apps at scale, but focused on
advertising and tracking on smart TVs. Our work con-
tinues the effort of understanding the privacy of smart
TVs by focusing on fingerprinting smart TV apps. While
we draw inspiration from [4, 5] w.r.t. how we instru-
ment Fire TV and Roku, large-scale assessment of fin-
gerprinting techniques on smart TV apps was not possi-
ble with prior work, and no dataset with multiple sam-
ples of apps’ on-launch traffic previously existed. Addi-
tionally, whereas the instrumentation tools [66, 67] pub-
lished alongside [5] only cover Fire TV and Roku, and
still require manual intervention, FINGERPRINTV fully
automates app testing, and adds support for Apple TV.

Other work that addresses the privacy of smart
TVs includes: a qualitative assessment of the privacy
of 10 popular streaming apps and five popular smart
TVs [68]; a study that used crowd-sourcing to investi-
gate what tracking domains smart TVs in real users’
homes contact [54]; studies of the privacy risks of
HbbTV (a technology for overlaying web content over
regular TV channels), such as the broadcasters’ abil-
ity to track users’ viewing habits [69-71]; and two sur-
veys [72, 73] of consumers’ understanding of the privacy
risks and practices of smart TVs that found clear evi-
dence of widespread unawareness and confusion.

3 Data Collection

This section describes the design of FINGERPRINTV’s
data collection functionality (the App Selection and
Network Traffic Collection boxes in Figure 1), and how
we use FINGERPRINTV to collect network traffic from
the top-1000 apps of each of the three most widely used
smart TV platforms [37], namely Apple TV, Fire TV,
and Roku. Section 3.1 explains how we use FINGER-
PRINTYV to determine what apps to test. Section 3.2 ex-
plains how FINGERPRINTV automates interaction with
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the smart TVs. We summarize the dataset we collect
using FINGERPRINTV in Section 3.3.

3.1 App Selection

To assess the feasibility of fingerprinting smart TV apps,
we must test a large number of popular apps. To this
end, we first use FINGERPRINTV to crawl the web inter-
faces of the app stores of the three smart TV platforms
to obtain metadata for all available free apps of each
platform. Drawing inspiration from [4, 5], we then use
the number of user ratings submitted for an app as a
gauge for the number of users of that app, and pick the
1000 free apps with the most ratings for each platform.
We refer to this selection as the respective platform’s
top-1000 apps. Below, we briefly discuss the crawlers
and, to add context to the top-1000s, report how many
apps they discovered.

Apple TV. The Apple TV platform was not covered
in [4, 5]. We implement our own crawler that traverses
Apple’s “iTunes Preview” website [74], which lists meta-
data for all apps (across all Apple platforms) that are
made available on Apple’s App Store. The crawl was
performed in January 2021 and returned a total of 3,841
free Apple TV apps.

Fire TV. We also implement our own crawler for Fire
TV since [5] does not provide a crawler, and since the
crawler [75] provided alongside [4] does not log all app
metadata necessary for our purposes. Our crawler de-
termines the free apps that are compatible with our
Fire TV model (“Fire TV Cube 2nd Generation”). This
crawl was performed in March 2021 and returned a total
of 6,870 free Fire TV apps.

Roku. For Roku, we use the scripts [67] provided along-
side [5] to crawl the Roku Channel Store. The crawl was
performed in May 2021 and returned a total of 14,246
free Roku apps.

3.2 Automation

To enable collection of apps’ on-launch network traffic at
scale, FINGERPRINTV instruments the Apple TV, Fire
TV, and Roku platforms to repeatedly launch each app
while collecting the smart TV’s network traffic. In this
section, we first provide a platform-agnostic overview of
the hardware setup and the instrumentation procedure,
followed by platform-specific implementation details.

Hardware Setup. The general setup for the instru-
mentation is depicted in the Network Traffic Collection



box of Figure 1. The Controller is a computer with a
wired and a wireless network interface that runs a Unix-
based operating system. It is configured as a wireless ac-
cess point (with NAT), and the smart TV under test is
associated with this wireless network. The Controller is
also responsible for executing the instrumentation code
and logging the network traffic from/to the smart TV.

Instrumentation Procedure. Each app is subjected
to the same four-step instrumentation procedure:

1. The instrumentation first installs the app.

2. Next, it performs three “warm-up” launches of the
app, without logging any network traffic. In each
warm-up launch, the instrumentation emulates one
of three sequences of key presses on the smart TV’s
physical remote. The purpose of these warm-up
launches is to dismiss any terms of service and/or
initial setup screens (e.g., for selecting viewing pref-
erences) that only appear at first launch or until the
user has made their choice(s); this way, we finger-
print how the app behaves during daily use, and not
during first use. Drawing inspiration from [4], we pick
the three most common key press sequences for deal-
ing with terms of service and initial setup screens
among the top-100 apps.

3. The instrumentation then enters its main phase
where it collects L samples of the on-launch traffic
for the app. For each sample, the instrumentation
(1) kills the app to ensure it is not already running;
(2) starts capturing traffic on the Controller’s wire-
less interface; (3) launches the app; (4) waits for ap-
proximately 45 seconds; and (5) terminates the traf-
fic capture. This produces L traffic captures (PCAP
files), each of which contains all the traffic that oc-
curred during a single launch of the app. We use the
term launch sample to refer to such a capture.

4. Finally, the instrumentation uninstalls the app to
free up space on the smart TV.

Apple TV Implementation Details. We use a Mac-
Book Pro Retina (15 inch, Mid 2012), running macOS
Catalina, as the Controller in Figure 1. We use an Ap-
ple Thunderbolt-to-Ethernet adapter to transform one
of the MacBook’s Thunderbolt ports into an Ethernet
port, and connect this interface to the WAN. The Mac-
Book’s wireless interface is configured as a wireless ac-
cess point, to which the Apple TV is connected. The in-
strumentation procedure is implemented using Apple’s
testing framework, XCUITest [76], (for controlling the
Apple TV programmatically) and tshark (for capturing
all network traffic passing through the wireless interface
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of the MacBook). We note that for Apple TV, the Con-
troller must be a macOS-based system as the XCUITest
APIs are only supported on macOS.

Fire TV Implementation Details. We use a Rasp-
berry Pi 4 (8GB RAM) as the Controller in Figure 1.
During data collection, the Raspberry Pi’s onboard
wireless radio proved unreliable, so we replaced it with
a TP-Link Archer T3U Plus Wi-Fi adapter. The in-
strumentation is realized through a Python implemen-
tation [77] of the Android Debug Bridge [78] (for con-
trolling the Fire TV programmatically) and tcpdump
(for capturing all network traffic passing through the
wireless interface of the Raspberry Pi).

Roku Implementation Details. We use a Raspberry
Pi 4 (8GB RAM) with a TP-Link Archer T3U Plus Wi-
Fi adapter, as the Controller in Figure 1. The instru-
mentation is realized using the Roku External Control
Protocol [79] (for controlling the Roku device program-
matically) and tcpdump (for capturing all network traf-
fic at the wireless interface of the Raspberry Pi).

3.3 Dataset Summary

We deploy FINGERPRINTV and collect L = 10 samples
of the network traffic generated at launch time by each
of the 1000 most widely used apps on Apple TV, Fire
TV, and Roku. The resulting dataset comprises 30K
packet captures, 10K per platform.

4 Data Analysis

This section describes how FINGERPRINTV analyzes
network traffic to assess the feasibility of fingerprint-
ing smart TV apps. Section 4.1 introduces the three
fingerprinting techniques we consider in this paper.
Section 4.2 introduces the methodology that FINGER-
PRINTV uses to assess the performance of each finger-

printing technique in a uniform manner.

4.1 Fingerprinting Techniques

In the context of this paper, a fingerprinting technique
is any algorithm that identifies what network traffic (if
any) consistently occurs whenever a specific smart TV
app is launched. In other words, a fingerprinting tech-
nique extracts fingerprints from a training network traf-
fic dataset, and the extracted fingerprints can then later



be used to identify the corresponding apps in live traf-
fic. This section introduces the three fingerprinting tech-
niques we consider in this paper and implement support
for in FINGERPRINTV (each fingerprinting technique is
responsible for carrying out the steps in the Fingerprint
Extraction box of Figure 1). We pick these particular
techniques because they are lightweight, as they only
rely on a few packets per flow, yet applicable even if
an app’s communication is encrypted using TLS. While
the research community has explored these fingerprint-
ing techniques in other contexts [32, 38—46], our work is
the first to apply them to smart TV apps at scale.

4.1.1 Domain-Based Fingerprints (DBF)

The first fingerprinting technique we consider identifies
an app based on the set of domains the app consistently
contacts when it is launched. The intuition is that apps
are likely to contact the same set of servers at launch
time, for example to fetch featured content. Moreover,
past work [4, 5] has shown that smart TV apps con-
tact a large number of distinct domains, suggesting that
domain access patterns may be a useful fingerprint for
smart TV apps. We refer to this type of fingerprint as
a domain-based fingerprint (DBF):

Definition 4.1. The domain-based fingerprint (DBF)
of app A, Fp(A), is the set S of domains s.t. for every
domain d in S, d appears at least once in at least U
launch samples of A. The size of Fp(A) is the number
of domains in S.

Throughout Section 4, we refer to the parameter U (in
Definitions 4.1, 4.2, and 4.3) as the usage threshold. Let
F(A) denote the fingerprint of app A (of any type, i.e.,
DBF, PBF, or TBF). U controls the trade-off between
the size of F(A) and its reliability, i.e., the likelihood
that F(A) will manifest itself in live traffic of A.

For example, the size of Fp(A) decreases as U in-
creases, as domains that are only contacted occasionally
when A is launched (e.g., if the app has cached some
of its resources) will then not become part of Fp(A).
Intuitively, and as shown in Section 5, the discrimina-
tive power of Fp(A) decreases with the size of Fp(A),
as a smaller DBF is less likely to be distinct from other
DBFs. On the other hand, a large U implies that Fp(A)
manifests itself in most live traffic of A, making it more
likely that A can be consistently detected.

Throughout the remainder of this paper, and for
all three fingerprinting techniques, we choose the most
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conservative approach: we set U = L = 10, where L is
the number of launch samples, i.e., we report results for
fingerprints that are always present.

Domain Extraction. As all launch samples for the
same app A are collected back-to-back (see Section 3.2),
any on-device DNS caching will significantly reduce the
size of S if domains are only extracted from DNS traf-
fic. FINGERPRINTV therefore constructs S based on
domains found in (1) the answers section of DNS re-
sponses, (2) the Host header field of HTTP requests (if
sent as plaintext), and (3) the TLS SNI extension.

4.1.2 Packet-Pair-Based Fingerprints (PBF)

The second fingerprinting technique we consider iden-
tifies an app based on packet sizes and packet direc-
tions in packet exchanges that consistently occur when
the app is launched. The motivation for this technique
came from an observation initially made through vi-
sual inspection of the packet captures for Roku apps:
the Roku communicates with scribe.logs.roku.com over
TLS every time any app is launched, and the size of one
client-to-server packet in this communication appears to
be correlated with the number of digits in the launched
app’s ID (e.g., the packet’s size is 881 bytes if the app
ID is a two-digit number, 882 bytes if the app ID is a
three-digit number etc.). While the immediate implica-
tion of this observation is that Roku is likely tracking
the user’s app usage, this packet exchange also enables
an in-network observer to infer the number of digits in
the ID of the app that is launched. If an app exhibits
other such consistently occurring packet exchanges, it
may be possible to identify the app from observing these
packet exchanges happening jointly.

A similar observation was made in our prior
work [32], where we introduced the concept of packet-
level signatures (PLS) for smart home devices. A smart
home device exhibits a PLS if the invocation of some
specific functionality consistently results in packet ex-
changes between the device and some endpoint(s),
where the packets’ sizes (with slight variations) and di-
rections stay consistent across all invocations. In [32], we
detail a multi-step methodology for extracting a PLS,
where the first step separates packets in TCP connec-
tions into packet pairs, and later steps reassemble ad-
jacent, consistently occurring packet pairs into longer
packet sequences and enforce inter-sequence temporal
ordering. Informally, a packet pair is two sequential
packets that go in opposite directions, or a single packet



paired with a nil value, if the subsequent packet goes in
the same direction; see [32] for the formal definition.
In the technique considered here, we essentially ter-
minate the PLS methodology early, namely when it has
identified the consistently occurring packet pairs. This
set of packet pairs then constitutes the fingerprint, re-
ferred to as a packet-pair-based fingerprint (PBF):

Definition 4.2. The packet-pair-based fingerprint
(PBF) of app A, Fp(A), is the set S of packet pairs
such that for every packet pair p in S, p appears U
times across L launch samples of A. The size of Fp(A)
is the number of packet pairs in S.

We use the PingPong tool [32] to extract the consis-
tently occurring packet pairs from our dataset; see Fig-
ure 1. We treat the L launch samples of each smart TV
app A as corresponding to the smart home events that
are triggered L times in [32]. To convert our dataset to
the format expected by PingPong, we concatenate the
L launch samples of A into one. Then, given that trace
as input, PingPong produces clusters of packet pairs of
similar sizes and matching directions.

We use the default parameters given in [32], with
two modifications. First, we only consider packet pairs
with identical packet sizes as candidates for inclusion
in Fp(A) (i.e., clusters without any variability in the
packet pair sizes), while PingPong allows for small vari-
ations in packet sizes in the same cluster. We make
this conservative choice to align design choices for PBF's
with DBFs: domains used in DBFs have no variation.
However, less conservative choices can also be accommo-
dated by our methodology, as discussed in Appendix A.
Second, we do not attempt to temporally order packet
pairs to create longer packet sequences, as the traffic
profiles of smart TV apps are more complex than those
of the simpler smart home devices studied in [32]. In
particular, there is often a causal explanation for the
temporal order of packet sequences in PLS: the device
first receives a control command, e.g., “turn off”, in one
packet sequence, and then updates the cloud with its
new state in another packet sequence [32]. On the other
hand, a smart TV app may parallelize resource down-
loads, which makes the temporal order of packet pairs
on different connections less predictable.

4.1.3 TLS-Based Fingerprints (TBF)

The third fingerprinting technique we consider attempts
to identify an app based on the set of TLS fingerprints
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the app consistently exhibits when it is launched. We
refer to this type of fingerprint as a TLS-based finger-
print (TBF). A TBF is conceptually identical to a DBF
(see Definition 4.1), but where individual TLS finger-
prints assume the role of domains. A TLS fingerprint,
originally due to Risti¢ [45, 46], is the concatenation of
a subset of the information that is contained in the TLS
Client Hello message that the client sends to the server
in order to initiate a TLS session. Since Risti¢’s work,
various implementations have surfaced [80-82]. These
mainly differ in terms of what components of the Client
Hello they include in the TLS fingerprint. We opt for
Mercury [82] because it considers the most comprehen-
sive set of Client Hello components (see [25] for the for-
mal definition), which, presumably, increases the TLS
fingerprints’ discriminative power. For consistency, we
formalize TBFs in Definition 4.3.

Definition 4.3. The TLS-based fingerprint (TBF) of
app A, Fr(A), is the maximal set S of TLS fingerprints
such that for every TLS fingerprint s in S, s appears at
least once in at least U launch samples of A. The size
of Fp(A) is the number of TLS fingerprints in S.

4.2 Fingerprint Performance Assessment

In this section, we define a methodology that forms the
basis for how FINGERPRINT'V assesses the performance
of a fingerprinting technique F' (see the Post Processing
box in Figure 1). For F' to enable reliable identification
of app A, the fingerprint F(A) that F extracts for A
must be unique among all other apps’ fingerprints. Now,
recall from Definitions 4.1, 4.2, and 4.3 in Section 4.1
that at their core, the three types of fingerprints we
consider in this paper are essentially just sets with dif-
ferent types of members, namely domains, packet pairs,
and TLS fingerprints. Thus, performance assessment of
F is fundamentally a set difference problem.

We tackle this problem using agglomerative cluster-
ing [83], as it enables us to compute the (dis)similarity
of individual apps’ fingerprints (i.e., fingerprint member
sets) in a structured, yet extensible, way. More precisely,
when performed as described below, agglomerative clus-
tering enables us to (1) identify apps that have distinct
fingerprints, i.e., when the set of fingerprint members
that make up F(A) is different from all the sets of fin-
gerprint members of all other apps; and (2) identify apps
that share the same fingerprint, i.e., when the set of fin-
gerprint members that make up F(A) is identical to the



set of fingerprint members that make up the fingerprint,
F(B), of some other app B.

Clustering Procedure. The agglomerative clustering
is performed as follows. We first form a fingerprint-
member-by-app matrix M such that M[m;, A;] holds
the number of launch samples of app A; that finger-
print member m; was observed in. Next, M is pruned
by dropping all rows (fingerprint members) that are not
present in at least U (the usage threshold, see Defini-
tions 4.1, 4.2, and 4.3) launch samples for at least one
app, i.e., row i is removed iff M[m;, A;] < U for every
j. M is then converted to a binary matrix by setting
M[mi,Aﬂ = 0 if M[mi7Aj] < U and M[mi,Aj] =1
if M[m;, A;] > U, for all combinations of ¢ and j. In
Sections 5 and 6, we use U = L = 10 to conservatively
report results for fingerprints that are always present,
i.e., we set U to be equal to the number of launch sam-
ples L we perform (see Section 3.3).

Figure 2 shows an example of the matrix M for the
DBFs of 10 popular Fire TV apps. A blue cell indicates
that the cell’s value is 1, which means that the domain
appeared in all U = 10 launch samples of the respective
app and is therefore part of that app’s DBF. A white
cell indicates that the cell’s value is 0, i.e., the domain
appeared in less than 10 launches of the respective app
and is therefore not part of that app’s DBF. The DBF
of an app is the binary vector of the corresponding col-
umn. For example, the “Facebook” app contacts three
domains and we say it has a DBF of size 3; see Defi-
nition 4.1. The example also illustrates that DBFs can
vary significantly in size: the DBF of “ES File Explorer
File Manager” contains a single domain, while the DBF
of “NBC” contains 24 domains.

We then compute the agglomerative clustering of
the columns (i.e., apps) in M using SciPy [84]. We use
cosine distance, defined as 1 — m7 where a-b is the
dot product of a and b, the fingerprint member vectors
for apps A and B respectively, and ||z||2 is the 2-norm of
x, to compute the distance between two apps [85]. For
example, we can see in Figure 2 that the “Lifetime”,
“A&E”, and “HISTORY” apps exhibit the same DBF
and, thus, the distance between these apps is 0, and
they will be in the same cluster. Since the values in the
fingerprint member vectors for apps A and B are bi-
nary, a fingerprint member m; decreases the cosine dis-
tance iff m; is part of both F(A) and F(B). Notice that
this implies that the cosine distance will be > 0 when
one fingerprint is a subset of another. We consider such
fingerprints distinct from one another, since fingerprint
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Fig. 2. Example: DBFs of 10 popular Fire TV apps. Rows corre-
spond to domains, columns correspond to apps, and the dendro-
gram on top corresponds to the clustering of apps based on the
similarity of their DBF. A blue cell indicates that the domain is
contacted U = 10 times and, thus, part of the respective app's
DBF; a white cell indicates otherwise. The DBF of an app is
the binary vector of the corresponding column. For example, the
“Facebook” app has a DBF of size 3 and it is part of a cluster
with size 1. The “HISTORY"”, “A&E", and “Lifetime” apps con-
tact the same nine domains. This means that they have the exact
same DBF of size 9, they have distance 0 from each other, and
are together in a cluster of size 3.

subsumption can be accounted for by enforcing timing
constraints when examining live traffic.

We use the Nearest Point Algorithm for computing
the inter-cluster distances when merging clusters [84]
(but the Farthest Point and UPGMA Algorithms pro-
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Platform DBF PBF TBF DBF or PBF DBF and PBF
Prevalence Distinct. Prevalence Distinct. Prevalence Distinct. Prevalence Distinct. Prevalence Distinct.
Apple TV 96% 59% 68% 7% 95% 3% 96% 78% 68% 89%
Fire TV 88% 63% 95% 88% 86% 7% 99% 89% 85% 95%
Roku 100% 46% 100% 2% 100% 1% 100% 76% 100% 76%

Table 1. Summary of the three fingerprinting techniques’ performance on the top-1000 apps of the three smart TV platforms. Preva-
lence is the percentage of apps among the top-1000 that exhibit a fingerprint. Distinctiveness (Distinct.) is the percentage of apps that
exhibit a fingerprint that is distinct from all other apps’ fingerprints of the same type, among the total number of apps that exhibit a

fingerprint of that type (i.e., each distinctiveness column is computed using the raw numbers behind the prevalence percentage values

immediately to its left as the baseline).

duce similar results). When extracting clusters from the
agglomerative clustering, we use a distance threshold
t = 0 [86] such that F'(A) and F(B) have to be identi-
cal to end up in the same cluster. The choice of ¢t = 0
also ensures that if F'(A) is distinct among all other fin-
gerprints, it will end up in a singleton cluster, and the
number of distinct fingerprints is thus simply the num-
ber of singleton clusters formed.

We note that we make conservative choices for the
parameters in our methodology (e.g., U and t). Even un-
der these strict choices, fingerprints are highly prevalent
and have significant discriminative power. Furthermore,
the methodology is flexible enough to accommodate less
conservative choices, e.g., one can use U < L = 10 when
extracting DBFs to make a trade-off between its size
and reliability, as described in Section 4.1.1.

5 Fingerprinting Results

In this section, we use FINGERPRINTV to assess the
performance of the three fingerprinting techniques in-
troduced in Section 4.1, when applied to the top-1000
Apple TV, Fire TV, and Roku apps (see Section 3.3).
Section 5.1 reports the prevalence, distinctiveness, and
sizes of the extracted fingerprints. Section 5.2 examines
why some apps have identical fingerprints.

5.1 Prevalence, Distinctiveness, and Sizes

This section reports the prevalence, distinctiveness, and
sizes of the fingerprints extracted from the dataset de-
scribed in Section 3.3 using the fingerprinting techniques
defined in Section 4.1. We first introduce the three terms
and how FINGERPRINTV computes them, and then pro-
ceed to report the numbers for each smart TV platform.
The results are summarized in the left part of Table 1.

Prevalence. The prevalence of a fingerprint type is the
percentage of smart TV apps (from a single platform)
that exhibit that type of fingerprint. Recall from Sec-
tion 4.2 that apps with distinct fingerprints end up in
singleton clusters, that apps that have identical finger-
prints end up in the same cluster, and that apps that
do not exhibit a fingerprint are discarded during clus-
tering. The number N of apps that exhibit a fingerprint
is thus the sum of the number of members (i.e., apps) of
all clusters in the clustering. The prevalence P is then
P= % x 100% (as there are 1000 apps per platform).

Distinctiveness. The percentage of apps with distinct
fingerprints is arguably the most important metric for
assessing how well a fingerprinting technique works. We
use the term distinctiveness to refer to this metric. As
explained in Section 4.2, if the fingerprint, F(A), of app
A is distinct, A will end up in a singleton cluster, and
the number M of apps with distinct fingerprints is thus
equal to the number of clusters with size x = 1. The dis-
tinctiveness D is then D = % x 100%, i.e., the percent-
age of apps that exhibit a distinct fingerprint of a given
type, taken among all apps that exhibit a fingerprint of
that type. A large D thus means that the fingerprinting
technique produces fingerprints that are generally able
to uniquely identify apps without ambiguity, but is only
meaningful if the prevalence is also high.

Sizes. Recall from Definitions 4.1, 4.2, and 4.3 that the
size of a fingerprint is the number of fingerprint mem-
bers it contains, e.g., the number of domains in a DBF.
We report the fingerprint sizes to give insights as to how
many fingerprint members the general fingerprint con-
tains, and to test the intuition that a larger fingerprint
is more likely to be distinct (see Section 4.1.1).

5.1.1 Domain-Based Fingerprints (DBF)

Prevalence. Figures 3a, 3b, and 3c show the number
of clusters, grouped by cluster size, for DBFs for the
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act same DBF; see Section 4.2). For instance, the bar at z =2 in  jnstance, the point at (2, 2) in Figure 4a indicates that there are
Figure 3a indicates that there are 28 clusters that each contains 2 10 apps that each has a DBF that contains 2 domains, and these
apps, for a total of 56 apps. 10 apps reside in clusters that each contains 2 apps.



three smart TV platforms (Figure 3d is discussed in
Section 6.1.2). We find that 96% (N = 961) of the top-
1000 Apple TV apps exhibit a DBF; 88% (N = 884) of
the top-1000 Fire TV apps exhibit a DBF; and 100%
(N =1000) of the top-1000 Roku apps exhibit a DBF.

Distinctiveness. The number of apps with distinct
DBFs per platform is the number of clusters with size
x =1 in Figures 3a, 3b, and 3c. On all three platforms,
the DBF is distinct for about half of the apps that ex-
hibit a DBF: the DBF is distinct for 564 (59%) of the
961 Apple TV apps that exhibit a DBF, 555 (63%) of
the 884 Fire TV apps that exhibit a DBF, and 462 (46%)
of the 1000 Roku apps that exhibit a DBF.

Sizes. Figure 4 shows the distribution of DBF sizes per
cluster size (the label on top of each point is the app
count) for the three smart TV platforms. In summary,
we find that the median DBF size is four on all three
platforms. We also observe that DBF sizes are generally
larger for clusters with fewer members, thus the intu-
ition that larger fingerprints are generally more distinct
seems to hold true for DBFs.

The three most common DBF sizes are are 4, 5, and
3 for Apple TV; 3, 4, and 2 for Fire TV; and 3, 5, and
4 (tied with 2) for Roku. The median DBF size is 4
across the board. For all three platforms, there appears
to be some correlation between a DBF’s size and its
distinctiveness as the majority of DBFs that are larger
than the median DBF are distinct DBF's: 296 of the 463
(64%) Apple TV DBFs, 248 of the 311 (80%) Fire TV
DBFs, and 231 of the 420 (55%) Roku DBF's that are
larger than the median DBF are distinct.

5.1.2 Packet-Pair-Based Fingerprints (PBF)

Prevalence. Figures 9a, 9b, and 9c (deferred to Ap-
pendix B) show the number of clusters, grouped by
cluster size, for PBF's for the three smart TV platforms
(Figure 9d is discussed in Section 6.1.2). We find that
68% (N = 678) of the top-1000 Apple TV apps exhibit
a PBF; 95% (N = 952) of the top-1000 Fire TV apps
exhibit a PBF; and 100% (N = 1000) of the top-1000
Roku apps exhibit a PBF.

Distinctiveness. The number of apps with distinct
PBFs per platform is the number of clusters with size
x = 1 in Figures 9a, 9b, and 9c. PBFs have more dis-
criminative power than DBFs: among the apps that ex-
hibit PBFs, 77% of Apple TV apps, 88% of Fire TV
apps, and 72% of Roku apps exhibit distinct PBFs.
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Sizes. Figure 10 (deferred to Appendix B) shows the
distribution of PBF sizes per cluster size (the label on
top of each point is the app count) for the three smart
TV platforms. The median PBF sizes are 2, 4, and 5 for
Apple TV, Fire TV, and Roku, respectively. Like for
DBFs, we also observe a strong correlation between a
PBF’s size and its distinctiveness: 270 of the 272 (99%)
Apple TV PBFs, all of the 403 (100%) Fire TV PBFs,
and 444 of the 472 (94%) Roku PBFs that are larger
than the median PBF are distinct.

5.1.3 TLS-Based Fingerprints (TBF)

We find that TBFs have very little discriminative power
and therefore only briefly summarize the results, omit-
ting the diagrams to conserve space. In total, our find-
ings for smart TVs align with those of other work on
TLS fingerprinting [25]: (sets of) TLS fingerprints are
not sufficiently unique on their own to fingerprint apps.

Prevalence and Sizes. TBFs are about as widespread
as DBFs: 95%, 86%, and 100% of the top-1000 Apple
TV, Fire TV, and Roku apps, respectively, exhibit a
PBF. The median TBF size is 2 across all platforms.
While prevalence is large for TBFs, this also bears the
positive message that most smart TV apps encrypt
(part of) their communication. The TBF prevalence ob-
served for Roku is in line with what is reported in the
appendix of [4], but we observe slightly fewer TBF's for
Fire TV, possibly because we only consider “on-launch”
traffic, whereas [4] also inject user actions post launch.

Distinctiveness. While TBFs are prevelant on all
three platforms, they have little discriminative power:
only 3%, 7%, and 1% of the Apple TV, Fire TV, and
Roku apps that exhibit TBF's, exhibit distinct TBF's.
Furthermore, a few TBF's are shared by a large number
of apps; e.g., for both Apple TV and Roku, the cluster-
ing outputs two clusters with over 300 apps.

5.1.4 Takeaways

DBFs, PBFs, and TBFs are all prevalent among Ap-
ple TV, Fire TV, and Roku apps. However, only DBFs
and PBFs have enough discriminative power to reliable
identify apps, and we therefore omit TBFs from the dis-
cussion going forward. We also observe a correlation be-
tween a fingerprint’s size and its discriminative power.
Overall, PBFs seem to have more discriminative power
than DBF's, but they are also more likely to change



over time: even small changes to an app’s communica-
tion protocol(s) directly affect packet sizes [32]. In Ap-
pendix B.1, we provide additional details on DBFs’ and
PBF's’ distinctiveness by considering increasingly larger
portions of each platform’s dataset.

5.2 Identical Fingerprints

This section examines to what extent apps with iden-
tical fingerprints stem from the same developer. If a
developer releases multiple apps for the same platform,
they may opt to use some of the same backend servers
to deliver content, which could make these apps exhibit
identical fingerprints. We investigate this by examin-
ing the number of distinct developers present in clus-
ters with size x > 1, i.e., clusters of apps that share the
same fingerprint. We consider developers to be identical
if they are part of the same parent organization. For ex-
ample, the Fire TV app developers “Scripps Networks,
LLC”, “Discovery Communications” and “OWN, LLC”
are identical, since Discovery, Inc. owns a majority stake

in these companies.

5.2.1 Domain-Based Fingerprints

Summary. Figure 5 shows the number of clusters of
size x (for DBFs) that contain apps from @ distinct
developers for the three smart TV platforms. In sum-
mary, we find that a sizeable fraction of identical DBFs
are indeed attributable to apps from the same devel-
oper. We also find many examples of apps that appear
to be generated using “no code” toolkits provided by
consulting firms, and apps that are generated using the
same toolkit tend to have identical DBFs.

Apple TV Details. For Apple TV, 142 of the 397 apps
(37%) that share their DBF with other app(s) only share
it with other apps from the same developer. We note
that while the apps in the two clusters of size x = 35 in
Figure 5a are officially published by completely differ-
ent developers (@ = 35 for these clusters), they all ap-
pear to be due to the same consulting firm, Subsplash,
Inc., (who offers a “no code” toolkit for generating and
publishing apps) since their DBFs contain subdomains
of subsplash.com and (most of) their bundle IDs be-
gin with “com.subsplash”. Further, they are all religious
apps, which is Subsplash’s specialty. Similarly, all apps
in one of the three clusters of size x = 11, in one of the
two clusters of size x = 4, and in one of the 28 clus-
ters of size x = 2 appear to be due to MAZ Systems
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Fig. 5. Distribution of the number of developers responsible for
apps in clusters of size x > 1 for DBFs. For instance, the bar at
x = 2 in Figure 5a indicates that 12 of the 28 clusters of size

x = 2 (see Figure 3a) only contain apps from the same developer,
while the remaining 16 contain apps from 2 developers.

Inc.; all apps in one of the two clusters of size z = 8
and in one of the 28 clusters of size x = 2 appear to be
due to UscreenTV, LLC; and RadioKing and Streann
Media Inc each appear to be behind all apps in one of
the 28 clusters of size x = 2. If we treat these cases as
the same developer, we instead get that 243 of the 397



apps (61%) that share their DBF with other app(s) only
share it with other apps from the same developer.

Fire TV Details. For Fire TV, 187 of the 329 apps
(57%) that share their DBF with other app(s) only share
it with other apps from the same developer. We observe
that when a DBF is shared among many apps, those
apps generally stem from the same developer: notice
that @ = 1 for many of the clusters of size x > 8 in
Figure 5b. We note that we suspect that the Q = 3
distinct developers responsible for the apps in one of
the two clusters of size z = 17 are the same (or closely
related) entities as these apps (1) have custom made,
yet similar, privacy policies; (2) use the same pattern
for their contact emails; and (3) are all ambience apps
that use the same app naming scheme.

As for Apple TV, we again find many clusters of
apps that are officially published by multiple develop-
ers (and shown as such in Figure 5b), but where the
domains in their DBFs and/or their package names sug-
gest that they are from the same consulting firms. If we
treat these cases as the same developer, 227 of the 329
apps (69%) that share their DBF with other app(s) only
share it with other apps from the same developer.

Roku Details. For Roku, 107 of the 538 apps (20%)
that share their DBF with other app(s) only share it
with other apps from the same developer. We again find
many clusters of apps that are officially published by
multiple developers (and shown as such in Figure 5c),
but where the domains in the DBF's suggest that they
are due to the same consulting firms. If we treat these
cases as the same developer, 143 of the 538 apps (27%)
that share their DBF with other app(s) only share it
with other apps from the same developer.

5.2.2 Packet-Pair-Based Fingerprints

We do not find evidence that identical PBFs primarily
stem from apps from the same developer. For Apple
TV, 10 of the 153 apps (16%) that share their PBF
with other app(s) only share it with other apps from
the same developer. This also only applies to 7 of 119
(6%) Fire TV apps, and 42 of 283 (15%) Roku apps.

5.2.3 Takeaways

When multiple apps exhibit identical fingerprints, an in-
network observer can only make ambiguous inferences
about app usage. However, apps with identical DBFs
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primarily stem from the same developer. As some devel-
opers focus their efforts on building apps with a certain
theme (e.g., religious apps), it may thus still be possible
to infer what type of content the user is consuming. The
same does not hold true for PBF's, but identical PBFs
are less widespread (see Section 5.1.2).

6 Mix & Match Fingerprints

This section provides a cross-platform analysis of fin-
gerprints and examines combined use of fingerprints.
Section 6.1 compares DBFs and PBFs across the three
smart TV platforms. Section 6.2 examines to what ex-
tent combining DBFs and PBFs improves discrimina-
tive power. We omit TBFs from the discussion because
of their poor performance (see Section 5.1.3).

6.1 Fingerprints Across Platforms

This section compares how fingerprints of apps that are
present on all three platforms differ across platforms and
extends the evaluation in Section 5.1 of the extracted
fingerprints’ distinctiveness by considering the datasets
of the three platforms as a single, large dataset.

6.1.1 Multi-Platform Apps

We first compare the DBFs and PBFs of apps in our
dataset that are present on all three platforms, re-
ferred to as multi-platform apps. Drawing inspiration
from [5], we identify 80 multi-platform apps through
fuzzy matching on the app and developer names, as
the same app can have slightly different names on each
platform, e.g., “YouTube” on Fire TV and Roku, but
“YouTube: Watch, Listen, Stream” on Apple TV.

DBFs. Figure 6 shows, using one color-coded bar per
platform per app, the sizes of the DBFs of 60 of the 80
multi-platform apps; due to space constraints, we only
show the 60 multi-platform apps with the largest DBFs
in descending order. The textured part of each bar indi-
cates domains in the DBF that are unique to the corre-
sponding platform, i.e., domains that are not present in
the DBFs of the same app on the other two platforms.
Most multi-platform apps have at least one platform-
specific domain in their DBFs for all three versions of
the app (Apple TV, Fire TV, and Roku). In fact, only
19 of the 80 multi-platform apps (24%) have version(s)
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Fig. 6. DBF sizes for the 60 multi-platform apps that exhibit the largest DBFs in descending order. The size of the DBF for each ver-
sion (Apple TV, Fire TV, and Roku) of an app is indicated using color-coded bars. The textured part of each bar indicates domains in

the DBF that are unique to the corresponding platform.

with no unique domains in their DBFs; and in 18 cases
this only applies to a single version of the app. Inter-
estingly, it is primarily the Fire TV version that lacks
platform-specific domains in its DBF. The Roku version
always has at least one unique domain in its DBF, as
all Roku apps communicate with scribe.logs.roku.com
when they are launched (see Section 4.1.2).

PBFs. All apps, except the Apple TV version of two
apps, have platform-specific packet pairs in their PBFs
for all versions of the app (we defer the PBF variant of
Figure 6 to Figure 11 in Appendix C). In fact, the vast
majority—and in many cases all—packet pairs in the
PBFs are platform-specific.

6.1.2 Distinctiveness of Fingerprints Across Platforms

To further assess the distinctiveness of fingerprints
across platforms, we perform a similar analysis as in
Section 5.1, but where we consider fingerprints of apps
on all three platforms as a single, large dataset. We refer
to apps with the same fingerprint as having a “collision”.

DBFs. Figure 3d shows the number of clusters, grouped
by cluster size, when the DBF's of apps of all three plat-
forms are considered as a single, large dataset. The im-
pact this merging of datasets has on the DBF's’ distinc-
tiveness is understood by comparing Figure 3d and the
sum of Figures 3a, 3b, and 3c. If the DBFs are less dis-
tinct in the merged dataset, the bar corresponding to
the number of clusters with size x = 1 in Figure 3d will

be smaller than the sum of the corresponding bars at
x =1 in Figures 3a, 3b, 3c. Similarly, increases in DBF
collisions would be reflected as larger values in Figure 3d
compared to the sum of the values at the respective =
in Figures 3a, 3b, and 3c, for z > 1.

We observe a very slight decrease in the number of
distinct DBFs: there are 564 + 555 + 462 = 1581 dis-
tinct DBFs when the platforms are considered individ-
ually (Figures 3a, 3b, and 3c), and 1571 distinct DBFs
when the three platforms are considered together (Fig-
ure 3d). DBF collisions also only change slightly: the
number of clusters with size > 1 are mostly the same
across Figure 3d and the sum of Figures 3a, 3b, and 3c.
We note that all additional DBF collisions that arise in
the merged dataset are among Apple TV and Fire TV
apps. This is because all Roku apps’ DBFs include one
Roku domain (see Section 4.1.2). Furthermore, the col-
lisions are attributable to DBF's that are smaller than or
equal to the median DBF size, which further confirms
the intuition that larger DBF's have more discriminative
power (see Sections 4.1.1 and 5.1.1).

PBFs. Due to space constraints, we defer the PBF ana-
log of Figure 3d to Figure 9d in Appendix C. We ob-
serve no change in the number of distinct PBFs when
the three individual datasets are considered as one: the
sum of distinct fingerprints across Figures 9a, 9b, and 9c
is 2075, which is also the number of distinct fingerprints
in Figure 9d. There is also hardly any change to PBF
collisions as the number of clusters with size x > 1 are
almost identical across Figure 9d and the sum of Fig-



ures 9a, 9b, and 9c. In fact, the only change is that a
cluster of two Fire TV apps is merged with a cluster that
contains 12 Apple TV apps. The PBF's of these apps are
comprised of a single MTU-sized client-to-server packet,
likely because the client is sending data in bulk. This re-
sults in single-packet pairs (see Section 4.1.2 and [32]),
which have little discriminative power.

6.1.3 Takeaways

The DBFs and PBFs of apps that are made available
on all three platforms are often platform-specific. Thus,
it is generally possible to not only fingerprint smart TV
apps themselves, but also (as a side-effect) to identify
which smart TV platform they are being used on. Addi-
tionally, the distinctiveness of DBFs and PBFs appears
to hold steady when the three datasets are considered
as one large dataset. This provides some indication that
the fingerprints are likely to retain their discriminative
power in an open world setting.

6.2 Combining Fingerprints

This section considers the benefits of combining DBFs
and PBFs. To establish to what extent smart TV apps
can be fingerprinted in general, using any technique, we
first examine how many apps exhibit a DBF or a PBF
(or both). Since larger fingerprints have more discrimi-
native power (as confirmed in Section 5.1.4), we examine
how many apps exhibit both a DBF and a PBF.

DBF or PBF. The “DBF or PBF” column of Table 1
lists the prevalence and distinctiveness of fingerprints
that are comprised of a DBF or a PBF (at least one,
or both). The reported distinctiveness is based on the
distinctiveness of the individual components considered
separately. That is, a fingerprint is not considered dis-
tinct if neither the DBF nor the PBF are distinct on
their own, even if the combination of them is exclusive
to one app. This is to remain conservative in our report-
ing, as confusion could arise if another app that exhibits
the same DBF is launched at the same time as a third
app that exhibits the same PBF, e.g., on different smart
TVs in the same household.

The results show that nearly all apps on all three
platforms exhibit either a DBF or a PBF (or both): the
prevalence is > 96% across the board. More importantly,
most of these fingerprints are distinct: the fingerprint is
distinct for 78% (750) of the Apple TV apps, 89% (884)
of the Fire TV apps, and 76% (760) of the Roku apps
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that exhibit a DBF or a PBF (or both). It is worth
noting that even for Apple TV, where DBFs contribute
significantly to the prevalence (PBFs on their own only
achieve 68% prevalence, whereas this joint fingerprint
achieves 96%), the distinctiveness is in line with that of
PBF's on their own (recall from Section 5.1.4 that PBFs
have more discriminative power than DBF's). Thus, the
extra coverage that can be achieved by also considering
DBFs appear to primarily stem from distinct DBF's.

DBF and PBF. The “DBF and PBF” column of Ta-
ble 1 lists the prevalence and distinctiveness of finger-
prints that are comprised of both a DBF and a PBF.
The reported distinctiveness is computed in the same
way as for “DBF or PBF”, described above.

The results show that DBFs and PBFs generally
co-occur: notice that the prevalence for this joint fin-
gerprint almost equals its upper bound, i.e., the mini-
mum prevalence of DBFs and PBFs individually. This
implies that almost all Apple TV apps that exhibit a
PBF must also exhibit a DBF, and vice versa for Fire
TV (all Roku apps exhibit both DBFs and PBFs). The
fingerprints also have high discriminative power: the fin-
gerprint is distinct for 89% (599) of the Apple TV apps,
95% (802) of the Fire TV apps, and 76% (760) of the
Roku apps that exhibit both a DBF and a PBF.

6.2.1 Takeaways

Nearly all apps across all three smart TV platforms can
be fingerprinted if one uses either a DBF or a PBF (or
both) on a per-app basis. Moreover, these joint finger-
prints have high discriminative power, but fingerprints
for Roku apps fall slightly short of those of Apple TV
apps and Fire TV apps in this respect.

7 Discussion

This section briefly discusses how to mitigate the infer-
ences that can be made using DBFs and PBFs, as well
as the limitations of our work, and future directions.

Possible Defenses. As DBF's rely on access to domain
names in cleartext, DNS-over-HTTPS (DoH) [87] and
DNS-over-TLS (DoT) [88] are perhaps the most obvi-
ous potential defenses. However, as evident from the
results reported in Section 5.1.3, most smart TV apps
consistently communicate over TLS at every launch. If
the smart TV app uses the TLS Server Name Indication
(SNI) [89] extension for these sessions, the domain can



be recovered from the TLS session alone, which negates
the defense provided by DoH/DoT. To test this, we ran
a modified version of FINGERPRINTV that would disre-
gard all DNS data, and confirmed that the results were
almost identical to those reported in Section 5.1.1. In
essence, to be effective against DBFs, DoH/DoT must
be paired with Encrypted SNI (ESNI), but this requires
that the apps’ backend servers add support for ESNI,
which likely lies years ahead.

Network-level blockers, such as Pi-hole, that block
traffic to select domains can prevent identification of
an app via its DBF, if the DBF includes one or more
domains from the blocklist, as the adversary will only
observe a partial DBF match. The adversary can easily
counter such protection by removing domains that are
present in popular blocklists from the DBF they extract
for the app during training, and then (also) examine live
traffic for the manifestation of this reduced DBF. Since
smaller DBF's have less discriminative power (see Sec-
tions 4.1.1 and 5.1.4), network-level blockers may add
uncertainty to the adversary’s inferences, but may also
introduce app breakage.

For complete protection against DBFs, the smart
TV’s traffic can be tunneled through a VPN. Assum-
ing the adversary is somewhere on the path from the
smart TV to the VPN server, this defense nullifies the
effectiveness of DBF's entirely, as the tunnel encrypts
the three protocol fields that domains can be extracted
from (see Section 4.1.1). The downsides are that tun-
neling adds additional network overhead, and that the
VPN server may become a bottleneck (e.g., if it enforces
per-user rate limits that the smart TV can saturate).

For defenses against PBFs, we refer to our prior
work [32]. There, we argue that packet padding is effec-
tive against fingerprints that rely on packet sizes, at the
cost of some overhead, which also applies to the spe-
cial case of PBFs considered in this paper. In summary,
a VPN that pads packets provides an effective defense
against inference attacks based on DBFs (by hiding the
destination) and/or PBFs (by obfuscating packet sizes).

Limitations. While our assessment of the feasibility
of fingerprinting smart TV apps is made against the
largest smart TV dataset to date, it is not without limi-
tations. In particular, some smart TV apps require that
the user logs in, e.g., subscription-based apps such as
Netflix. As FINGERPRINTV does not attempt to create
accounts and log in, the fingerprints it extracts for these
apps may be different from what can be observed in the
wild as the on-launch traffic may differ depending on the
login state. This is a common limitation of automated
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measurement studies, e.g., [4, 5, 90, 91], as automating
account creation and login is a difficult problem. Some
studies approach this limitation by manually logging in
to a subset of the tested apps and/or by relying on third-
party authentication such as Google [90, 92, 93], while
others record the key presses involved in the login proce-
dure s.t. future versions of the same app can be tested
automatically [94]. An adversary intent on extracting
(more) precise fingerprints for select smart TV apps can
adopt a similar strategy using FINGERPRINTV.
Future Directions. In this paper, we purposely opted
for the most conservative design choices to extract re-
liable fingerprints. For example, we require that a do-
main must be present at least once in all launch sam-
ples of some app A for it to be included in A’s DBF,
and, unlike in [32], we do not allow for small varia-
tions in packet sizes when considering packet pairs for
inclusion in a PBF. It may be possible to increase fin-
gerprint prevalence and sizes by relaxing these strict
requirements, possibly at the cost of fingerprint reliabil-
ity and/or distinctiveness. Future work can study these
trade-offs by adjusting existing parameters of our FIN-
GERPRINTV framework (both in pre-processing and in
the clustering algorithm).

Since network traffic fingerprints may change over
time, it would be interesting to perform a longitudinal
analysis to see how the extracted fingerprints evolve,
and how often fingerprints need to be extracted. FIN-
GERPRINTYV facilitates such studies through its auto-
mated data collection, fingerprint extraction, and fin-
gerprint assessment features: the clustering that is in-
herently unsupervised in our methodology will identify
and extract any updated fingerprints.

8 Conclusion

We presented FINGERPRINTV, a methodology and im-
plementation we devised for automatically extracting
and evaluating network fingerprints of smart TV apps.
By deploying FINGERPRINTV to the top-1000 Apple
TV, Fire TV, and Roku apps, we showed that smart TV
app fingerprinting is highly feasible and effective on all
three platforms, as most apps exhibit a fingerprint, and
most fingerprints are distinct. We plan to make the FIN-
GERPRINTYV code and dataset publicly available [47].
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Appendix

Appendix A supplements Section 4.1.2, Appendix B
supplements Section 5, and Appendix C supplements
Section 6.

A PingPong Characterization

In Section 4.1.2; we discuss how we use PingPong to ex-
tract packet pairs, which are then used as input for our
clustering algorithm that analyzes the PBFs of smart
TV apps. Most notably, (1) we treat app launch samples
as equivalent to smart home device events: we merge
the per-app launch samples into one trace and analyze
it using PingPong; (2) from the output of PingPong’s
pair clustering step that uses DBSCAN, we make the
conservative choice to only consider DBSCAN clusters
that consist of identical packet pairs, i.e., we allow no
variability in packet sizes in the pairs of a PBF; and
(3) we use PingPong’s default configuration that sets
DBSCAN'’s € parameter, which informally specifies how
far a packet pair can reside from an existing DBSCAN
cluster of packet pairs to become part of that cluster, to
10 [32]. However, our methodology for clustering apps
based on their fingerprints is flexible enough to accom-
modate other design choices for the underlying packet
pair extraction performed by PingPong. Next, we elab-
orate on the aforementioned choices (2) and (3).

(2) Packet Size Variations. In [32], PingPong is de-
signed to allow the sizes of packets in a pair of a PLS
to vary slightly. As evident from our results, in a lot of
cases, smart TV apps exhibit deterministic packet pairs
that always appear with identical packet sizes, e.g., C-
882 S-219. However, in some cases, packet sizes can have
slight variations, e.g., C-882 S-219, C-892 S-219, etc. In
this paper, we make the most conservative choice and
only consider packet sizes with no variations as candi-
dates for inclusion in a PBF, discarding the remaining
packet pairs that have slight variations. This choice is
consistent with DBFs: Fully Qualified Domain Names
(FQDN) considered as candidates for inclusion in a DBF
are unique.

By loosening this strict requirement, one can poten-
tially increase the PBFs’ sizes and/or PBF prevalence,
but this may come at the cost of additional PBF col-
lisions. Our approach may be generalized to accommo-
date packet size variations by fine-tuning ¢ and modi-
fying the logic that decides what clusters (as output by
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Fig. 7. Distribution of clusters by cluster size for PBFs for Roku
when PingPong's € parameter is set to 0.

PingPong) are considered for inclusion in a PBF. In fact,
one could even consider distance of domains in DBF's by
considering not only exactly matching FQDNs, but also
common effective second-level domains (eSLD).

(3) Interaction Between Pair Clustering by Ping-
Pong and PBF Clustering by FingerprinTV.
Throughout this paper, we use PingPong with its de-
fault DBSCAN parameter € = 10 to cluster packet pairs.
When we observe the output of PingPong, we sometimes
find clusters that contain two different packet pairs that
are within a distance of 10. For instance, we observe
this phenomenon for Roku apps: the omnipresent Roku-
specific packet pair described in Section 4.1.2 is some-
times clustered (by PingPong) together with other pairs
that are within a distance of 10, e.g., C-882 S-219 and C-
892 S-219. Since FINGERPRINTV discards clusters that
are not exclusively comprised of identical packet pairs,
it only includes the Roku-specific pair in the PBFs of
834 of the 1000 Roku apps when € = 10.

To eliminate this behavior, one may set ¢ = 0 so
as to force PingPong to only output clusters consisting
of identical packet pairs. To examine what effect this
has on the inclusion of the omnipresent Roku-specific
packet pair in the PBF's of Roku apps, we also run Ping-
Pong with € = 0 and then use FINGERPRINTV to per-
form PBF extraction and performance analysis on this
PingPong output. With this configuration change, the
Roku-specific packet pair becomes part of the PBF for
974 Roku apps. For the remaining 26 apps, the Roku-
specific packet pair appears more than L times across
the L launch samples of each app and is therefore dis-
carded (see Definition 4.2 and recall that U = L = 10).
Compared to Figure 9c¢ that shows 717 apps with dis-
tinct PBFs, namely apps in clusters of size 1, when we
run PingPong with € = 10, Figure 7 shows that we have
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based on the number of reviews submitted for each app. That
is, x = 50 is a dataset comprised of the 50 most reviewed apps,
x = 100 is a dataset comprised of the 100 most reviewed apps,
and so forth.

750 apps that have distinct PBFs when we run Ping-
Pong with € = 0.

In summary, changing the value of ¢ in PingPong’s
DBSCAN clustering is a design choice. More generally, a
careful co-design of DBSCAN clustering in the underly-
ing PingPong with PBF clustering by FINGERPRINT'V is
required to achieve the desired trade-off between preva-
lence and distinctiveness of the extracted PBFs.

B Fingerprinting Results

This appendix includes the figures that form the basis
for the results reported in Section 5.1.2 and provides fur-
ther analysis of the distinctiveness of DBFs and PBFs.
Figures 9a, 9b, and 9c show the number of clusters,
grouped by cluster size, for PBFs for the three smart
TV platforms. Figure 10 shows the distribution of PBF
sizes per cluster size (the label on top of each point is
the app count) for the three smart TV platforms.

B.1 Distinctiveness & Dataset Size

In Table 1, and throughout the main body of this paper,
we report the distinctiveness of DBFs and PBFs for the
top-1000 Apple TV, Fire TV, and Roku apps. To shed
further light on the potential for fingerprint collisions,
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Fig. 10. Distribution of PBF sizes per cluster size. The PBF

size is the number of packet pairs in a PBF. The cluster size

is the number of apps in a cluster. App counts are shown for
each point. For instance, the point at (2,2) in Figure 10a indi-
cates that there are 12 apps that each has a PBF that contains 2
packet pairs and that reside in clusters that each contains 2 apps.
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in Figure 8, we split each of the three datasets into in-
creasingly larger subsets and show how the distinctive-
ness evolves as the number of apps considered increases.
Apps are included in the subsets based on the number
of user reviews submitted for each app. That is, in Fig-
ure 8, x = 50 is a dataset comprised of the 50 most
reviewed apps, ©+ = 100 is a dataset comprised of the
100 most reviewed apps, etc.

Figure 8 shows that the distinctiveness decreases
slowly as the number of apps considered increases be-
yond 500 apps, especially for PBFs. In particular, the
distinctiveness of PBFs of Apple TV apps appear to
plateau. Moreover, the distinctiveness of PBFs gener-
ally declines slower than the distinctiveness of DBFs.
The distinctiveness of PBFs is also generally greater
than the distinctiveness of DBF's, which is in line with
the observation made in Section 5.1.4.

C Mix & Match Fingerprints

This appendix includes the figures for PBFs that were
omitted from Section 6.1. Figure 9d shows the number of
clusters, grouped by cluster size, when the PBFs of apps
of all three platforms are considered as a single, large
dataset. Figure 11 shows, using one color-coded bar per
platform per app, the sizes of (i.e., the number of packet
pairs in) the PBFs of 60 of the 80 multi-platform apps.
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