SoK: The Spectre of Surveillance and Censorship in
Future Internet Architectures

Michael Wrana
University of Waterloo
mmwrana@uwaterloo.ca

Abstract

Recent initiatives known as Future Internet Architectures (FIAs)
seek to redesign the Internet to improve performance, scalability,
and security. However, some governments perceive Internet access
as a threat to their political standing and engage in widespread
network surveillance and censorship. In this paper, we provide
an in-depth analysis of the design principles of prominent FIAs in
terms of their packet structure, addressing and naming schemes, and
routing protocols to foster discussion on how these new systems
interact with censorship and surveillance apparatuses. Further, we
assess the extent to which existing surveillance and censorship
mechanisms can successfully target FIA users while discussing
privacy enhancing technologies to counter these mechanisms. We
conclude by providing guidelines for future research into novel
FIA-based privacy-enhancing technologies, and recommendations
to guide the evaluation of these technologies.
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1 Introduction

The dramatic growth of the Internet has enabled ubiquitous access
to information, fostering seamless communication and promot-
ing effective collaboration. Alongside it, multiple technological
advances allowed network operators to more efficiently and effec-
tively monitor and control the traffic that transits through their net-
works [15, 44, 132]. Unfortunately, these capabilities have empow-
ered state-level actors to deploy large-scale surveillance and cen-
sorship mechanisms to monitor people’s Internet activities or limit
their ability to freely access and publish information [106, 115, 121]
(e.g., by blocking specific network addresses or websites).
Although Internet surveillance and censorship mechanisms have
substantially broadened and become more capable over the past
decades [139], the deployment of effective privacy-enhancing tools
remains a significant challenge. For instance, the traffic of popular
anonymity networks such as Tor [40] can be easily detected (and
blocked) if not properly obfuscated [43, 88]. Censorship evasion
techniques like decoy routing [163] lack the support of major Inter-
net Service providers (ISPs), and many alternatives based on covert
channels demand esoteric software and networking know-how to
be successfully used in practice [151]. Thus, preventing widespread
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surveillance and censorship remains an intricate challenge, in part
due to the underlying architecture of the Internet (TCP/IP), and the
specific methods used to send data between any two endpoints.

The original TCP/IP design principles focused on maximising us-
ability and flexibility over security and privacy, due to the (perhaps
optimistic) assumption that all involved parties would be trustwor-
thy and well-behaved [155]. In §2 we show how, over time, the
expectation of trust quickly disappeared, necessitating retroactive
application of security enhancements as a means to protect against
attacks [48, 61]. Furthermore, other Internet design principles that
were originally considered carefully are now also being pushed to
their limit (e.g., scalability issues caused by the growth of Internet-
connected devices and the dearth of available IPv4 addresses).

To tackle the above challenges, multiple initiatives have pushed
towards an overhaul of the Internet by applying the lessons learned
throughout 30 years of practical network engineering experience.
These initiatives, known as Future Internet Architectures (FIAs),
seek to remove legacy TCP/IP design constraints and improve
performance, scalability, and mobility while adding much-needed
security features. For instance, content-centric networks such as
Named Data Networking (NDN) [168] focus on making data con-
tents named, addressable, and routable, while helping to provide
integrity and authenticity at an architectural level (§3.1). Other
FIAs like eXpressive Internet Architecture (XIA) [101] focus their
design principles on adaptability and future proofing the ever chang-
ing Internet. Scalability, Control, and Isolation on Next-generation
Networks (SCION) [28] overhauls TCP/IP routing by placing Au-
tonomous Systems (ASes) into well-defined trust domains based
on real-world legal and geopolitical boundaries, providing route
control and failure isolation (§3.5).

As of today, FIAs embody an attractive target for research, with
ongoing efforts aimed at enhancing their practicality, e.g., by lever-
aging programmable networking hardware [34, 143], and exper-
imenting with preliminary large-scale deployments [71, 153]. As
these technologies mature, FIAs are gradually being deployed across
various industries worldwide. For instance, the Swiss financial and
healthcare sectors are exploring the use of SCION to protect against
cyberthreats, including denial-of-service or routing attacks [141].

Despite these exciting leaps toward building novel, secure, and
trustworthy internet architectures, existing work (including com-
prehensive surveys) has only examined FIA designs’ ability to
address broader security threats such as denial of service, cache
attacks, or network intrusions [38, 49, 57, 93, 108], especially in
content-centric networks [52, 149], and NDN in particular [25, 60,
73]. Some works analyzed security aspects associated with surveil-
lance and censorship, but narrowed their focus on NDN [1, 130, 171,
172], thus not considering looming threats to multiple disparate
FIAs. For instance, while the content-centric nature of NDN may
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allow a state-level censor to block access to specific pieces of con-
tent cached in routers [70], the highly-structured trust domains of
SCION’s inter-domain routing may also provide authorities with
additional control over how network packets are allowed to traverse
in, out, and through their networks [28].

In this paper, we present a survey that aims to narrow the gap in
the understanding of how novel FIA designs may impact the design
and effectiveness of network surveillance and censorship mecha-
nisms. In general, the extended functionality of intermediate routers
and the additional packet header fields included in prominent FIA
designs allow state-level actors to more easily enforce fine-grained
surveillance and censorship policies (§4). Furthermore, the security
enhancements proposed in FIAs do not prioritize defense against
network surveillance and censorship. While subsequent research
(§5) has introduced privacy-enhancing tools for countering surveil-
lance and censorship in FIAs, many of such proposals have not
seen a practical deployment and experimental evaluation, resulting
in mere theoretical estimations of protection. Finally, we suggest
promising directions for continuing research into FIA-based pri-
vacy enhancing technologies, and offer specific guidelines for how
best to evaluate these tools and techniques (§6).

2 Threat Model

This section outlines a typical threat model in the Internet surveil-
lance and censorship literature (which we also consider when per-
forming our analysis of each FIA), and delivers a summarized out-
look on prevalent approaches for implementing surveillance and
censorship in the Internet Protocol (IP) [112]. We refer to Appen-
dix A for a description of the IP architecture. While this exposition
suffices for grasping the primary vulnerabilities we identify on
FIA-specific designs (§3), we further deliver an exhaustive cate-
gorization of current surveillance and censorship techniques that
focus on IP, and explore their potential applicability to FIAs (§4).
Network regions. We consider two main network regions: (i) the
censored region, and (ii) the free region. The censored region is
assumed to be under the control of an omniscient adversary [62]
that can observe, store, interfere with, and analyze (e.g., resorting
to sophisticated machine learning models) all the network traffic
generated or received by any individual or organization located
within the region. The free region consists of the part of the Internet
that is not under the control of the adversary, or any other entity
that aims to block Internet communications.

Adversary capabilities. The adversary we consider has direct
control over the network infrastructure within its jurisdiction, in-
cluding routers, switches, wires, DNS servers, etc. However, the
adversary is unable to perfectly control the flow of packets across
every link in their network. This exception is grounded on the fact
that many real-world adversaries struggle to manipulate packet
flows within their own networks [54] and/or to enforce consistent
country-wide traffic inspection and forwarding rules [160]. As we
will describe in §4, some FIAs make it easier for network opera-
tors to have increased awareness and control over packet flows,
increasing the risk of adversarial traffic manipulation. In addition,
the adversary has no control over clients’ endpoints (e.g., it cannot
infect these with spyware [35]) and is computationally bounded,
thus being unable to break cryptographic primitives used to encrypt
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Figure 1: Example scenario: A user from router A attempts to
access a video file from another host from router D.

network traffic. The objective of the adversary is monitoring and fil-
tering of Internet traffic, controlling what kinds of traffic should be
allowed to flow within and across its network, and limiting which
destinations network packets can travel to (be these either inside
or outside the adversary’s jurisdiction).

3 Future Internet Architectures

This section presents an overview of the main design elements
of six prominent FIAs and summarizes how these elements can
either facilitate or hinder surveillance and censorship attempts
conducted by state-level adversaries. While previous research [38,
49, 57, 93, 108] mostly contrasted architectural differences and/or
analyzed how the design of FIAs impact network performance, we
place an emphasis on elements which are relevant from a privacy
perspective, enriching our presentation with details about how
these elements impact surveillance and censorship efforts.

As it will become clear in our analysis, and despite their multiple
security improvements, FIA-specific designs and protocols leave
open significant gaps on the privacy landscape that expose them to
(or, in certain cases, escalate) surveillance and censorship threats.
While this section is centered on new potential vulnerabilities in-
troduced by FIA-specific features, §4 analyzes whether FIAs can
be subject to similar surveillance and censorship techniques (or
variations thereof) that have been applied to IP in the past.
Scenario. To motivate our discussion, we use the simplified net-
work topology shown in Figure 1. In our running example, a user
located within a censored region wishes to watch a video that is
hosted by the “University of FIAs” (uFIAs), a university located
outside the censored region. We consider a network consisting of
seven routers, labeled from A to G. The server hosting the video is
located within the university’s AS, which is distinct from the AS
where the user is located. For the FIAs that allow routers to cache
data (e.g., NDN), router G contains a cached copy of the video file.
Choice of FIAs. The set of FIAs we chose to focus on this paper
is motivated by three main criteria: a) whether sufficient research
and technical documentation to conduct a thorough analysis on
architectural aspects exists; b) if any follow-up work has been con-
ducted beyond the FIA’s initial proposal, and; c) whether the FIA’s
design considerations can provide unique insights to our analysis.
The majority of the FIAs we consider were prime candidates from
the National Science Foundation (NSF) FIA awards [49], which
have led to the development of FIA prototypes beyond theoretical
designs, and promoted a significant body of research on further
analysis and refinements. We also include SCION [28], an FIA that
has gained significant traction within the research community for
the past few years, as well as NewlIP [26, 79, 80], a recent FIA that
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has stirred significant public discussion over network surveillance
and censorship concerns. Below, we describe these architectures
and their main design elements.

3.1 Named Data Networking (NDN)

The Named Data Networking (NDN) [168] project is an information-
centric redesign of TCP/IP, which aims to improve address man-
agement, multicasting, and traffic regulation.

Architecture. In NDN, hosts specify data to collect from the net-
work rather than hosts to be connected with. Thus, networks no
longer aim to send a packet to a named destination but instead
obtain named data from any location. Considering our running
example (see Figure 1), instead of requesting to connect with a
specific host (e.g. uFIAs” website) via an IP address, requests are
instead issued for a specific object (e.g. uFIAs_video.mp4) via its
unique name, and served from any location (e.g. nearby router C
which cached the requested video).

Names and addresses. Data names in NDN are the equivalent of
addresses in IP, and are used by intermediate routers to forward
packets to their destination. A piece of data may be specified using
a string similar to file or URL addressing (e.g. a video created at
uFIAs might be named: /uFIAs/videos/example.mp4).

Packet structure. Sample packets based on the NDN specification
are shown in Figure 2. There are two types of packet in NDN:
Interest and Data. An interest packet is sent from a client to a
server and represents a request for a given piece of named data
(i-e., like HTTP GET). All interest packets are of variable length
with two required fields, name and nonce, which combined can
uniquely identify any packet. Data packets contain a response to
some specific interest packet and represent the requested resource.
Routing. In the control plane, NDN integrates well with traditional
link-state or distance-vector routing protocols [5]. Existing systems
like OSPF and BGP can be adapted by treating names as a series of
components and performing longest prefix matching using some
separator (e.g. /). The data plane of NDN differs greatly from that
of TCP/IP with each router containing three tables of information
(versus just the FIB in TCP/IP). The pending interest table contains
a list of all the interests that this router has forwarded, but not
received a data packet for. Each entry contains the name of the
data, along with incoming and outgoing interfaces. The forwarding
information base is a routing table that maps names to interfaces.
The content store is a temporary cache of data packets that have
been sent through this router. When a router receives a data packet,
it determines which interfaces it should be sent to, based on the
associated pending interest table entry. Each router independently
caches data packets within its content store (CS). If an interest
packet arrives and the name matches a content store entry, the
router can immediately send a cached copy to the client.
Potential vulnerabilities. NDN exhibits three characteristics that
may make it more vulnerable to surveillance and censorship ef-
forts. (1) An adversary can analyze the data names being requested
in NDN packet headers and filter those packets based on some
matching criteria. In this sense, data name filtering is similar to
DNS or IP blocking. (2) One of the built-in protections against data
integrity attacks in NDN is the requirement that all data must be
signed by its original creator. Data signatures open up censorship
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Interest Packet
Interest = INTEREST-TYPE LENGTH
Name = NAME-TYPE LENGTH
NameComponent = GenericNameComponent
GenericNameComponent = /uFIA/videos/demo.mp4

Data Name

CanBePrefix = CAN-BE-PREFIX-TYPE LENGTH Selectors

Nonce = NONCE-TYPE LENGTH Nonce

InterestLifetime = INTEREST-LIFETIME-TYPE LENGTH 1000
Data Packet

Data = DATA-TYPE LENGTH

Data Name
Name = NAME-TYPE LENGTH

NameComponent = GenericNameComponent

GenericNameComponent = /uFIA/videos/demo.mp4/1-1
ContentType = 0 LENGTH Meta Info
FinalBlockId = FINAL-BLOCK-ID-TYPE LENGTH

/uFIA/videos/demo.mp4/1-4

Figure 2: Example NDN interest and matching data packet.

opportunities for state-level adversaries seeking to block a particu-
lar information source. Censors can create a key blocklist (e.g., block
all data signed with uFIA’s public key). By using a key blocklist,
state-level adversaries are capable of preventing access to content
without relying on the name of a given piece of data. Further, key
blocklists can also be used to target a specific client within the
censored region and prevent them from sending information to the
free network region. (3) The data cache present in content-centric
networks like NDN can be exploited by state-level censors using,
for instance, cache-enumeration and timing attacks. These attacks
would allow censors to monitor and/or filter the pieces of data
accessed by clients located within the censored region.

3.2 MobilityFirst (MF)

MobilityFirst (MF) [129] redesigns the network-layer using a con-
tent centric architecture and is designed to support the shift from
static hosts (e.g., desktop computers using WiFi) to mobile objects
(e.g., smartphones using cellular data).

Architecture. Similarly to NDN, MobilityFirst follows a content-
centric architecture aimed at obtaining data rather than connecting
hosts [118]. All objects (i.e., devices, services, files, etc.) have both
a globally unique object identifier and a network address. Unique
object identifiers are long-lasting public keys assigned to network
objects by name certification services. Network addresses are short-
lasting routable addresses used to send packets to their destination.
Names and addresses. In MobilityFirst, human-readable names,
globally unique object identifiers, and network addresses are all
stored and managed independently. Globally unique object iden-
tifiers are assigned by a decentralized name certification service
and represent specific devices (similar to a MAC address). Objects
are assigned identifiers using name certification services for their
respective type (i.e. separate certification services for content and
devices). Each piece of content’s unique identifier is bound to a net-
work address during routing using a global name resolution service.
Network addresses are flexible and represent an object’s current
connection within the network. For example, a phone has one glob-
ally unique ID but may have two network addresses for its cellular
and WiFi connections. If the WiFi connection is lost, packets can
be automatically re-directed to the cellular network address using
the phone’s unique ID. Network address resolution in MobilityFirst
is implemented as a distributed hash table [117, 137].
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SID = content-retrieval Service
Dest = 00000002 //GUID Destination
NAL = 192.168.102.1
NA2 = 192.168.103.1
Source = 00000001 //GUID

Source
NAL = 192.168.100.1

Figure 3: Example MobilityFirst packet header.

Packet structure. Figure 3 depicts a sample MobilityFirst packet
header. MobilityFirst packets have three main components. The
source and destination addresses are represented as both network
addresses and globally unique object identifiers. Network addresses
can be changed mid-path automatically while globally unique IDs
are fixed. Multiple network addresses can be assigned to a single
globally unique ID (e.g., a phone connecting to the internet via
cellular data and WiFi). The service ID field specifies how the packet
should be delivered (e.g., unicast, multicast, anycast).

Routing. Instead of traditional link-state and distance-vector rout-
ing, MobilityFirst uses a storage-aware routing protocol based on a
cache-and-forward architecture [55, 110] which combines link-state
routing with a delay-tolerant network architecture [46]. Further,
due to the nature of names and addresses in MobilityFirst, inter-
domain routing can no longer be performed using BGP. As an
alternative, Mukherjee et al. [97] propose edge-aware inter-domain
routing which replaces individual routers and ASes with aggregated
nodes and virtual links. MobilityFirst allows routers to cache pack-
ets to improve efficiency and stability when faced with network
disconnections or bandwidth constraints.

Potential vulnerabilities. It is possible that censors might exploit
MobilityFirst’s global name resolution service (more precisely, the
dynamic network address resolution protocol) to change the final
destination of a packet while it is in transit. Crucially, the design
choice of supporting in-flight address changes prevents IPSec-like
defenses from guaranteeing address integrity. Specifically, a state-
level adversary with control over the network routers within the
censored region could manipulate the resolution process to re-direct
packets to a location of their choosing. Such an attack is akin to an
adversary manipulating the IP-link address resolution in TCP/IP.
This could force packets through a censorship device which, returns
forged replies or no response at all.

Furthermore, since MobilityFirst is also a content-centric net-
work (like NDN), they share some specific vulnerabilities on what
it concerns the usage of in-network caching. For instance, similarly
to NDN, censors are able to add specific data names to a blocklist or
scan network caches for collecting evidence that clients requested
a given content. This tracking can be made even easier as Mobili-
tyFirst’s network caches also store information about the original
network interface from where a data request was received.

3.3 NEBULA

The goal of NEBULA [11] is to support ongoing developments in
cloud computing by providing a secure network infrastructure [10].
Architecture. NEBULA re-designs three main components of the
Internet: routing policy, data plane, and control plane. One of NEB-
ULA’s innovations is the use of declarative networking [83] to pass
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path= Network
192.168.101.1
192.168.102.1
192.168.103.1
Hop-1: Domain ID = 0001 Destination
Proof-of-Path = la2b3c
Proof-of-Consent = 4d5e6f
Hop-3 Service Abstraction|

Figure 4: Example NEBULA packet header with ICING.

and enforce policies from applications in the network layer. To im-
prove internet routing, the NEBULA authors propose a set of ultra-
reliable high-performance routers [6] designed to directly connect
data centers with each other. NEBULA re-designs the data plane
with a focus on resilience, mutual agreement to participate, and
policy enforcement. NEBULA introduces a new control plane with
virtual and extensible networking techniques designed to provide
policy specification, path construction, and address assignment.
Names and addresses. NEBULA introduces an additional service
abstraction layer [107] between the network and transport layers
that enables applications to communicate directly using service
names. The new layer divides addresses into three components: the
service name, the address, and the flow. A service name is a group
of processes that all offer the same service. Addresses identify a
host interface, and flows indicate the specific flow associated with
a socket. The service abstraction layer maps service addresses in
packets to network addresses with a service table. Once a desti-
nation address has been resolved, the client checks its cache for a
saved path. If no path is saved, the client can query consent servers
until either a path is found or an error is returned.

Packet structure. A sample NEBULA packet is shown in Figure 4.
NEBULA expands the network layer with support for ICING [100]
packets that provide path verification. In the ICING protocol, each
packet contains three pieces of information for every router on
the chosen path: A node ID and its corresponding tag, a proof
of consent, and a proof of provenance. The Node IDs are listed
sequentially followed by a constant-length verifier that aggregates
all the proof tokens. The proof of consent is a cryptographic token
that proves the router’s provider agrees to the selected path. The
proof of provenance verifies that packets traveled through the pre-
arranged domain in the correct order. When a packet arrives at
an intermediate router, it cryptographically verifies the embedded
tokens before forwarding the packet to its destination. NEBULA
also appends a service abstraction layer header between the new
network layer header and the transport layer header.

Routing. NEBULA virtual and extensible networking techniques
provide a control plane architecture using declarative networking
[83]. These techniques also define an API called Serval [107] for
specific policy-based service requests. In the NEBULA control plane,
administrators provide high-level specification for route policies
while avoiding specific implementation details. NEBULA provides
two tools to assist with routing: (1) BGP-style global reachability
(2) an interface to the data plane for specific policy-based path
generation. In turn, the new data plane architecture of NEBULA
uses a path verification mechanism [100] in which the action of
forwarding a packet to its next-hop router is distinct from routing
(where topology discovery and path selection occur).
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Potential vulnerabilities. Whereas NEBULA provides guaranteed
route integrity and proof to both end-users that packets followed a
pre-approved path, clients located within a censored region must
cross routers controlled by the adversary. Thus, adversaries can
modify router behaviour by taking advantage of proof-of-consent
tokens. A state-level adversary can simply block or filter packets
that are not approved by their own service (e.g., block all packets
that contain proof tokens from routers serving Google servers).
Compared with other FIA designs, NEBULA is fairly resilient to-
wards in-network attacks and tampering by state-level adversaries.
However, these built-in defenses can be perceived as a double-
edged sword because it complicates the deployment of anonymous
communication and censorship evasion tools [8].

3.4 eXpressive Internet Architecture (XIA)

eXpressive Internet Architecture (XIA) [9, 101] aims to allow for
network layer changes to be deployed without the need to replace
existing protocols (e.g., XIA can co-exist with IP).

Architecture. XIA leverages three main concepts: principals, fall-
back addressing, and intrinsically secure identifiers. A principal in
XIA is an abstraction of hosts in the current internet. Principals
are identifiable senders or receivers of a packet, and can repre-
sent a host, service, or piece of content. Fallback addresses support
integrating new network-layer protocols. If some legacy router
encounters an unknown principal, fallback routes describe alterna-
tive actions for the router to take. XIA’s Self-certifying identifiers
are used for all principals to bootstrap trust management. Security
properties can be specific to each principal, allowing it to verify that
communications are established with the intended target, avoiding
any need for external tools.

Names and addresses. XIA provides a set of built-in principals
but supports an arbitrary number of future options. There are four
basic principal identifiers in XIA: host IDs define who is on either
end of a communication, service IDs define what an entity does (e.g.,
serving webpages), content IDs define what a piece of content is,
and network IDs verify that a principal is communicating with the
correct network. XIA addresses are represented as directed acyclic
graphs (DAGs) of the path between source and destination princi-
pals. Every address must have a source and destination represented
as some principal identifier. If the primary route is unreachable due
to network changes or router incompatibility, fallbacks are included
as additional edges in the graph. Breaking the DAG into sub-graphs
supports longest-prefix matching.

Packet structure. An example of an XIA address and its associated
DAG is shown in Figure 5. XIA packet headers must contain the
source and destination addresses along with an optional account-
ability address (omitted in Figure 5) used to verify whether the
packet is following the correct approved path. Additionally, XIA
packet headers contain the total number of source and destination
nodes, time-to-live, and payload length fields.

Routing. Routing in XIA operates similarly to IP. The network
ID nodes close to the source are used as a prefix for longest-prefix
matching algorithms when determining the correct outgoing port.
The host ID indicates a specific device, and the content ID represents
a socket on that host (similarly to a TCP port). Distant routers
forward packets to a network ID then local routers send packets
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Hop-Limit: 255

Other
Payload-Length: 1460
Dest-Num: 7
Source-Num: 2
Source DAG

‘ > ‘ > ‘ Destination DAG

Figure 5: Example XIA packet header.

to a specific host. Since the entire destination is not required by
distant routers, the specific service or content ID can be encrypted
until a packet has arrived at the destination network. XIA is flexible
enough to support any inter-AS routing protocol, although the
authors suggest SCION as an effective solution (§3.5).

Potential vulnerabilities. XIA packets include the complete path
that a packet follows from a principal’s source interface to the des-
tination network and the specific process at the destination server.
Censors could use this information to determine details about an en-
crypted packet or connection. Interestingly, XIA’s design includes
a countermeasure where part of the destination address could be
encrypted so it can only be read by the destination network. Sup-
pose a user attempts to covertly communicate with a censored
target, the University of FIAs (UFIAs) by encrypting their packet
path (shown as the Destination DAG in Figure 5) beyond the NO2
node. Unfortunately, an adversary can deduce the encrypted portion
of a packet’s path. To launch their attack, the adversary first requests
similar files from uFIAs, and records the fallback addresses and path
head (i.e., the unencrypted portion of the complete path) between
A and N@2. Then, the adversary enacts an aggressive filtering policy
where all users attempting to send packets towards N@2 are blocked,
under the assumption that they are attempting to communicate
with uFIAs. The filtering policy blocks the aforementioned user
who is attempting to evade censorship by path encryption. The
efficacy of blocking partially encrypted paths might be limited by
two factors. First, if paths towards uFIAs are not unique, the censor
cannot identify the intended destination from just the path head.
Second, if there are multiple destinations within N@2 that have the
same path head and should not be censored, the policy would be
too aggressive and thus ineffective.

An adversary may also be able to exploit the fallback addressing
feature to route packets through specific locations and prevent ac-
cess to selected services. Since network routers are given complete
control over whether to follow the intended path or some provided
fallback address, an adversary may configure its routers to prevent
packets from following the network path that the source intended
them to follow. Further, the adversary may insert their own fallback
address into packet headers, providing the adversary with path
manipulation capabilities that would provide a tight control over
the traffic flowing within its jurisdiction.

3.5 SCION

SCION [18, 28, 169] stands for Scalability, Control, and Isolation on
Next-generation Networks. The goal of SCION is to redesign the
inter-AS routing protocols of the current internet.
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Source = TD1l,c,1.2.3.4

SCION|
Dest = TD2,c,5.6.7.8
Path = (2c;1lb;1lc)
Source = 1.2.3.4 P
Dest = 64.128.64.128

Figure 6: Example SCION packet header.

Architecture. An Autonomous System (AS) is a large network of
internet devices managed by a single internal routing policy. SCION
organizes the many ASes of the internet into trust domains which
contain ASes that agree on mutual trust based on some shared
framework (e.g., geopolitical, legal, etc). In SCION, there should
be a limited number (<500) of top-level trust domains indexed
and identified with a human-readable name. Each trust domain is
administered by a core which contains ASes that perform additional
roles including bootstrapping and routing policy management. In
SCION, ASes are organized hierarchically within their trust domain
based on customer-provider relationships. Each AS may belong
to multiple trust domains, and is allowed to peer with other ASes
freely outside the domain.

Names and addresses. SCION addresses are represented as a
combination of trust domain, AS, and host addresses. Each trust
domain address should be globally unique, while AS addresses are
unique within each trust domain, and host addresses must be unique
within the specified AS. Host addresses are variable-length and can
be IPv4 or IPv6, with an additional service ID used for control plane
requests as part of the control message protocol (akin to ICMP).
Packet structure. A simplified sample packet for SCION is shown
in Figure 6. SCION packets are generated by appending an addi-
tional header to traditional IP packets. Every SCION packet has a
mandatory common header containing (among other information)
the packet length, source/destination address type, and current
path position. Remaining fields include the source and destination
address, as well as detailed path information.

Routing. SCION divides inter-AS routing into two categories: inter-
trust-domain and intra-trust-domain, while leaving existing intra-
AS routing untouched. Routes in SCION are divided into up-paths,
down-paths, and core-paths. Up-paths and down-paths are routes to
and from an AS and its trust domain core. Core-paths are established
between top-level trust domain core ASes, and can be obtained with
a deterministic link-state protocol as the number of such core ASes
is limited.

Up-paths and down-paths are obtained through the use of path
construction beacons, which represent a path segment (similar to
BGP’s as_path attribute) and are used as part of the process to
construct a complete end-to-end path between two hosts. Beacons
are periodically created by core ASes and propagated downwards
through the trust domain following customer/peer relationships.
Upon receiving a beacon, each AS adds itself along with its ingress
and egress interfaces to the existing path. Any peering links be-
tween two ASes are also specifically indicated within the beacon.
Each AS maintains a list of paths obtained from beacons and chooses
a subset of up-paths and down-paths it prefers to use. The up-paths
are stored within each AS independently, while down-paths are
sent to the trust domain core ASes.

Potential vulnerabilities. Adversaries may take advantage of dif-
ferent SCION sub-systems to help obtaining granular route control
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Address-Type = IPv4
Address-Cast =
Source-Address:

Destination-Address:

multicast
192.168.100.1

192.168.103.1

Shipping Spec

<contract-0> =

Contract Spec|

<event> = <queue-levels>
<condition> = <GE>
<action> = <Wash>(C0:P0) (C1:P1)

<type> =1
<CO0> = [0x000, OxO0ff]
<C1l> = [0x100,0xfff]

Payload Spec

Figure 7: Example NewlIP packet header.

throughout their network, facilitating the enforcement of surveil-
lance and censorship mechanisms. First, adversaries that have con-
trol over multiple ASes can manipulate the SCION path construction
process via path interposition attacks [28]. In these attacks, the
adversary can block traffic between two ASes they control, and
force all traffic to be re-routed through another AS. An adversary
may launch these attacks to force traffic to transit through routers
designed to enforce censorship policies. Through a combination of
these two techniques, the adversary can establish SCION-enforced
cryptographically verifiable granular route control throughout their
entire network. Suppose a user attempts to evade this policy using
path construction beacon theft [28]. In this attack, the user injects
an AS into their packet’s path which contains a peering link into
the free region to evade censorship efforts at a particular router. Un-
fortunately, SCION’s “next-hop” interface in the path construction
beacon would prevent this user’s path from being valid, thus enforc-
ing the state censorship policy. The only way to evade path-based
censorship in SCION is for the target to establish an out-of-band
communication channel to exchange valid path information.

A third SCION design element that could be exploited by an
adversary is the tight hierarchical organization that arises from
SCION’s AS model. This stands in contrast to well-known censor-
ship systems such as the Great Firewall of China, where different
ISPs receive censorship guidelines, leading to inconsistent execu-
tion. As a result, certain methods for evading censorship might be
effective in one location but not in another [160]. The trust domain
architecture of SCION offers state-level adversaries the ability to
force traffic through a single location and greater control over ASes.

3.6 NewlP

NewlP [26, 79, 80] is based on the concept of Big Packet Protocol
[79], where new information is appended into packets that contains
metadata and commands that provide additional guidance.
Architecture. NewIP modifies and expands the network layer with
its own protocol, providing three main features. First, flexible IP
addressing and length with support for IPv4, IPv6, and any future
addressing standards. Second, a semantic definition of the IP address
to identify physical and virtual objects. Third, a user definable
packet header allowing hosts to specify custom functions to be
applied to their outgoing packets by other network devices.
Names and addresses. Different types of network-layer addresses
such as IPv4 or IPv6 can be used as part of the NewIP architec-
ture. The NewIP header allows for seamless integration of different
network structures into NewIP, and backwards compatibility with
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Table 1: Summary of FIAs’ features most relevant to censor-
ship and surveillance.

Type NDN SCION MF XIA NewIP NEBULA TCP/IP
Architecture Features
Design Content Host Content Hybrid  Host Host Host
Caching Routers None Routers  Routers None None None
Resolution NDNS DNS GNRS DNS DNS DNS DNS
Packet Format Features
Routes None Partial ~ None Yes None Yes None
Addresses  Destination Both Both Both Both Both Both
Content Name None None Name None Name None
Service None None Yes Yes Partial  None None
Routing Features
Data Plane FIB/PIT/CS FIB GUIDs  XIDs FIB FIB FIB
Inter-AS BGP SCION EAID SCION  BGP NVENT BGP
Intra-AS OSPF OSFP GSTAR  OSPF OSPF+ NVENT OSPF
Multi-Path  Yes Yes Yes Yes Yes Yes Yes

existing addressing schemes. Furthermore, alternate addressing for-
mats like LiRA [138] (which supports a differential service model
using resource tokens) could also be seamlessly integrated.
Packet structure. The New IP packet header (Figure 7) consists of
three specification sections: shipping, contract, and payload. The
shipping specification is a required portion of the header that con-
tains an address of flexible length and type. The Shipping-Spec
header contains address-type (e.g., IPv4 = 01), address-cast (e.g.,
multicast), source address, and destination address sections. The
contract specification describes a formal service specification that
may include network capability, actions, and accounting informa-
tion. The payload specification allows a NewIP packet to carry
contextual information about the packet’s content.
Routing. NewlIP’s additional routing capabilities are primarily
introduced via the contract specification header, which is composed
of an arbitrary number of clauses that each represent an event,
condition, or action. Events represent local occurrences within
the network which may affect a packet’s behavior. A condition
represents a logical operator to be performed on the event, and
each available action is chosen from a pre-determined set that is
known and shared by all nodes in the network. Packets in NewIP
can be traditional (i.e., no payload specification) or qualitative, in
which the payload specification describes quality, semantic, or other
information. This can be used to further enhance communications
according to the NewIP network objectives.
Potential vulnerabilities. NewIP was proposed by Huawei with
support from China Mobile, China Unicom, and CAICT [133], spark-
ing discussion about individual rights to privacy and free access to
information [99]. NewIP also earned the support of other countries
known to filter Internet access, e.g., Russia [98]. Below, we discuss
some NewlIP’s characteristics that could potentially allow network
operators to more easily conduct surveillance and censorship.
Adversaries may attempt to modify the contracts within NewIP
packet headers to simplify surveillance and censorship efforts. In
part, this is due to the fact that NewIP does not include any provision
for the protection of packet headers, which must be transmitted
in plaintext to allow for routers to use the information contained
therein. The censor can either add contracts directly to the packet
header, meaning even external routers in the wider internet would
provide them with tracking data. Alternatively, they could trace
and track packets within their region regardless of what (if any)
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Figure 8: Comparison of the hourglass models of each FIA.

contract is listed in the header. Many contract-based attacks (or
combinations thereof) are possible.

More precisely, the adversary can add a PktTrace action to a flow
that is suspected of containing prohibited data. Routers outside
the censor’s jurisdiction would pass information about the path
followed and time spent at each node back to the censor. The trace
information could be directly used to block the flow (if it traveled
to a prohibited host) or provide further data for classification. De-
pending on the implementation of PktTrace, this may also provide
flow metadata to the censor (e.g. size, timing, etc). Alternatively,
latency bounds could be added with BoundedLatency(t) actions such
that they are dropped after a pre-specified time. Any communica-
tion using a decoy routing or onion routing approach that includes
non-negligible latency would be consistently dropped.

3.7 Summary

Table 1 showcases the high-level design choices of each FIA consid-
ered in our analysis (comparing them with TCP/IP) and how these
choices affect the way data flows through the network. In Fig. 8
we show an overview of how each FIA modifies the OSI hourglass
model. We now summarize different aspects tied to the architecture,
packet format, and routing decisions that shape each FIAs design.
Architecture features. The Design aspect distinguishes between
host-centric and content-centric networks. We discussed three FIAs
that support content-centric designs, and three that maintain TCP
IP’s host model. Architectures with Caching are built around the
ability to store data within network routers. Only the content-
centric designs allow native support this concept. Some FIAs in-
troduce new Name Resolution services, while others rely on the
existing DNS infrastructure. MobilityFirst is the only FIA that in-
troduces a completely new way of resolving hostnames, while the
other architectures integrate or rely on DNS in a significant way.

Packet format features. Some FIAs’ packet structures provide
Routes, where a packet contains a list of all the routers it will go
across. SCION’s and XIA’s packets have a loose structure that pro-
vides a list of routers or networks that a packet will traverse through,
while NEBULA uses a cryptographically enforced policy where
packets must follow a pre-defined route embedded in the header.
Almost all FIAs list both the source and destination Addresses in
their header. Instead, NDN only requires the destination (or data
name) to be listed in a packet. Content represents whether the
packet headers contain any information about their payload. Here,
content-centric networks represent what their payload contains in
the destination address as a data name or ID. Some packet structures
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also include information about the Service Type associated with the
flow (e.g., MobilityFirst, XIA). FIAs that integrate the service and
network layers (e.g., NewIP) require packet headers to record the
exact way a packet travels through the network.

Routing features. The Data Plane concerns the primary systems
used to facilitate packet forwarding. All the content-centric net-
work designs introduce unique new ways to forward packets. Inter
and Intra-AS routing indicates either the proprietary technique for
routing introduced with the FIA or the algorithm suggested by the
authors. Here, NEBULA, SCION, and MobilityFirst propose their
own inter-AS systems, while the other FIAs continue to rely on
BGP. Most FIAs continue to work with any user-determined intra-
AS algorithm, although MobilityFirst and NEBULA introduce their
own. NewlP expands intra-AS routing with additional features and
capabilities. Multi-path routing is the ability for flows to share mul-
tiple alternative paths through a network simultaneously, which
provides enhancements to performance, security, and connection
stability. Every FIA supports multi-path routing to some degree,
with NDN providing it in the most advanced form [170].
Surveillance and censorship implications. Censors may exploit
content-centric networks using the in-network caching, data names
and signatures, or file sharing to enhance their capabilities. The
similarity between DNS and FIA-based name resolution services
brings with it a large set of existing surveillance and censorship
methods. The presence of additional information in packet headers
(i.e., route, service) allows adversaries to create fine-grained cen-
sorship policies that can better detect evasion, re-direct packets, or
block information sources. The additional routing features gener-
ally do a good job of preventing existing TCP/IP-style censorship
methods, however they introduce the potential for new attacks
such as SCION path interposition or XIA route manipulation.

4 Surveillance & Censorship on FIAs

This section describes existing Internet surveillance and censor-
ship techniques and we describe results how its effectiveness may
change with the adoption of different FIAs.

4.1 Packet Inspection

In deep packet inspection (DPI), the payload and headers of a packet
are compared with a set of pre-defined patterns to identify similar-
ities (e.g., the destination address or TCP port). When a network
packet matches the established criteria, the adversary can take some
action (e.g., re-routing, dropping, or modifying the packet).
Implications for surveillance and censorship. DPI is frequently
used by state-level adversaries to passively surveil internet usage
in their country. For instance, Bourdillion et al. [136] described how
mass surveillance using deep packet inspection is spreading around
the world, becoming normalized and earning legal legitimacy. Fur-
thermore, numerous experiments have been conducted searching
for the presence of DPI-based censorship activity [2, 45, 166]. Re-
cently, Master and Garman [86] provided a more comprehensive
outlook on how DPI mechanisms have been used by state-level
censors across the world to issue blocking decisions.

Impact on FIAs. We now describe how DPI can be applied to FIAs’
packets, comprising not only the analysis of packets’ addresses and
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application-related content, but also of new header information
like routing and service-level information.

Address. Address-based filtering would work simply and effectively
in SCION, NewlIP, and NEBULA, as they all contain specific source
and destination address information in the packet header. In NDN,
interest packets do not contain any reference to the specific source
or destination host that a packet is travelling towards. In XIA,
source and destination addresses are required, however they can
be partially encrypted to only specify an entire network. Filtering
traffic using address-only information in NDN and XIA would
be highly ineffective and likely cause collateral damage [134]. In
other FIAs like MobilityFirst, a single packet can have multiple
destination addresses that can change mid-route, meaning that
destination address filtering may also be largely ineffective.
Content. The content-centric FIAs (i.e., NDN, MobilityFirst, and
XIA) all contain a representation of the data contained within the
packet payload as part of the destination address. In NDN, content is
identified by its data name; in MobilityFirst, by the network address;
and in XIA, by the content ID. These addresses may prove valuable
for adversaries engaging in censorship and surveillance as they can
filter specific pieces of content, regardless from where it is obtained.
In NDN and XIA the complete content address may be partially
encrypted to protect against censorship and surveillance. In NewlIP,
packet contents may also be encrypted in separate chunks to aid
with contract enforcement.

Route. Some FIAs include routing information in packet headers,
which can give rise to the development of new traffic filtering
techniques based on the inspection of routing data. For instance, in
SCION and XIA, route information is embedded into packet headers
— SCION contains the path of visited ASes within packet headers;
XIA packets may contain a record of the entire path taken, specify-
ing individual hops; NEBULA contains the entire cryptographically
verified path within the header. These FIAs’ packets can provide a
finer granularity of information to adversaries w.r.t. TCP/IP (where
only the source and destination of a packet is known).

Service. The packet header structure of MobilityFirst, XIA, NewIP,
and NEBULA supports the inclusion of service-layer information.
However, this may mean that service information can be used
to perform packet filtering. For instance, both MobilityFirst and
NewlIP contain plaintext service information within packet headers.
Other FIAs like NEBULA and XIA mitigate this issue by support-
ing encrypted service abstraction layers between the network and
transport layer, or supporting encrypted service IDs, respectively.

Takeaway 1: Many FIAs embed extra information and func-
tionality in their network-layer packet design. This additional
information can enable adversaries to improve DPI-based
surveillance and create more detailed filtering policies.

4.2 Manipulation of Name Resolution

The hierarchical DNS system relies on different servers located
around the world. Users that need to resolve a hostname into an
IP address typically query DNS servers owned by their local ISP
(or organization). However, there is no central body that directly
governs the operation of low-level name servers (i.e., the results
they return) or that ensures the returned DNS responses will cor-
rectly reach back to the requesting client. Adversaries in control of
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DNS name servers can not only gather information about which
websites clients wish to visit, but also manipulate DNS replies to
redirect clients to different destination servers [32].
Implications for surveillance and censorship. DNS provides
an outlet for state-level adversaries to passively collect valuable
intelligence about how their network is used by citizens, despite
location and IP address changes [125]. For example, Snowden re-
vealed large-scale DNS censorship efforts being undertaken by the
NSA [56], and Liu et al. [81] found that approximately 27% of DNS
requests from China to Google’s servers were saved for analysis.
State-level censors can also exert their influence over the DNS
name servers controlled by domestic ISPs, forcing them to block
the resolution of specific blocklisted domain names [106, 166], or
inject fake DNS replies when users reach out to non-domestic
DNS servers [63]. In both cases, the adversary can either return no
information to users, or provide them with specific details about
why a specific access was disallowed [154].
Impact on FlAs. With the exception of NDN and MobilityFirst, the
FIAs we studied still leverage the current Domain Name System
(DNS) to provide address—to-hostname mappings, thus maintaining
the status quo with regards to censorship and surveillance efforts.
In NEBULA, however, DNS hijacking can potentially be made more
difficult for an adversary, as DNS client resolutions are augmented
with policy enforcement. MobilityFirst takes a distributed approach
for handling name resolution, meaning a censor would have lim-
ited ability to access or manipulate the records stored by the name
resolution service. However, DNS hijacking is still a present threat.
In NDN, if names are resolved with a deterministic algorithm that
could be run locally, no queries or network interaction would be
involved. In such a setting, an adversary would be unable to engage
in any form of DNS-based censorship. However, since exclusively
local name resolution is impractical, some solutions that support us-
ing the existing DNS infrastructure for NDN name resolution [145]
have been proposed. NDN-DNS follows a similar structure to tradi-
tional DNS, so poisoning and hijacking attacks are possible.
Theoretically, widespread implementation of DNSSEC or simi-
lar would severely limit or entirely prevent surveillance and cen-
sorship efforts focused on name resolution services [19]. How-
ever, DNSSEC’s current iteration has faced several issues, includ-
ing continued breaches of its purported defenses [125], as well as
an extremely slow adoption [65]. While some work has proposed
DNSSEC-like tools for NDN [109, 145], they are also exposed to
similar security and operational challenges as TCP/IP’s DNSSEC.

Takeaway 2: The majority of FIAs make no changes that prevent
wide-scale DNS-based censorship efforts. Although some FIAs
prevent either DNS hijacking or poisoning, no design defends
against both (other than NDN in very specific use-cases).

4.3 Traffic Analysis

Traffic analysis is the process of examining a network’s connec-
tion metadata with the purpose of inferring information about
the communications of users (e.g., websites they browse [114] or
whom they speak to via instant-messaging [14]), even when these
communications are encrypted. This metadata may include a con-
nection’s data volume, packet sizes and arrival times, or identifiers
that remain unencrypted, e.g., addresses, for routing purposes. As
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an example for the following exposition, we focus on a prominent
traffic analysis attack known as website fingerprinting [58, 158],
where an adversary listens to the encrypted traffic produced by a
user when accessing a website (e.g., sent through some encrypted
tunnel like Tor), and attempts to identify which website the user
visited. The adversary does so by comparing the metadata of the
traffic exchanged by the user with a set of metadata previously
collected by the adversary when using the same encrypted tunnel.
Implications for surveillance and censorship. Traffic analysis
attacks such as website fingerprinting [27, 36] can be leveraged by a
state-level adversary both for surveillance (e.g., keep a list of which
websites a user visits over an encrypted tunnel), and for censorship
(e.g., block a user’s Internet connection if they are found to visit a
prohibited website). In addition to website fingerprinting, similar
attacks have also been used to uncover the utilization of network
covert channels that allow users to circumvent censorship [16, 53,
156]. These techniques have been used in other countries to assist
with internet censorship efforts [41, 161].

Impact on FlAs. To reason about the potential impact of finger-
printing attacks on FIAs, we consider four major categories of
features used in website fingerprinting attacks, as identified by
Wang and Goldberg [157]. We address them below.

Packet length. Packets in TCP/IP use fixed-length headers (i.e., 20
bytes for TCP), thus typically providing minimal information about
the content of each packet. In contrast, a majority of FIAs’ packet
headers support variable lengths. For example, NDN interest packet
lengths can help to infer the content being requested (even while
encrypted) in the same way that the length of packets carrying an
HTTP GET request may be a valuable feature for website finger-
printing. In SCION, XIA, and NEBULA, packets contain variable
length headers depending on the length of the route the packet
takes. NewlIP packets’ length is highly variable due to the presence
of contracts in the header (albeit these contracts may already be
used to infer what type of data is being exchanged).

Packet length frequency. These distributions would likely remain
a useful feature for characterizing the traffic produced by all the
considered FIAs. Any changes of the internet design concepts would
still be limited by hardware transmission capacity (i.e., Ethernet’s
maximum transmission unit of 1500 bytes), which means the overall
distribution of packet lengths will still provide useful information
for launching fingerprinting attempts.

Packet ordering. Depending on how each FIA configures two-way
communication, packet ordering characteristics can be impacted. In
particular, NDN uses a content-centric design where each outgoing
interest must be strictly matched by incoming data packets, in a pull-
model fashion. Even if the outgoing interests and corresponding
incoming data packets do not follow a strict one-to-one relationship,
network observers can match data packets with interests using the
embedded name. The other content-centric networks do not utilize
an interest/data packet relationship in the same way and thus do
not share such a potential vulnerability.

Packet timing. The timing between consecutive packets as a feature
for performing accurate traffic analysis is highly affected by each
FIA’s unique approach to routing. In the content-centric designs
(NDN, MobilityFirst, and XIA), inter-packet timing is inconsistent
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when packet arrival times shift due to cache retention and replace-
ment algorithms. Another design choice that may impact the use-
fulness of packet timing is the capability to perform multi-path
routing. For instance, in MobilityFirst and XIA, packet routes can
be changed mid-transit, leading to variability in the time a packet
takes to reach a machine responsible for collecting traffic for fur-
ther analysis. In SCION, XIA, and NEBULA, hosts are also able to
choose the path for their packets ahead of time, making it trivial
to manipulate travel times. In NewlIP, contract specifications may
demand processing delays, leading to highly variable timing.

Takeaway 3: There is little evidence to suggest that the changes
made to packets by FIAs inherently resist traffic analysis attacks.
More empirical research would be required to assess FIAs’
susceptibility to traffic analysis attacks.

4.4 Packet Manipulation

Adversaries might attempt to modify packet contents or change
the way they move through the network [89].

Implications for surveillance and censorship. The ability to
modify packets that are en-route is a valuable tool for state-level
adversaries looking to extend surveillance and censorship capa-
bilities. First, an adversary could manipulate the route listed in a
packet header to re-route it towards a DPI-capable middlebox, or
to completely disrupt communication between two hosts (e.g., by
explicitly dropping packets). When sitting between the communi-
cation of two hosts, adversaries can also change packet contents’,
e.g., replacing the contents of a DNS reply, or inject packets into
endpoints’ communications, e.g., spoofing the address of a server
and prompt a client within the censored region to tear down an
ongoing connection via fake connection reset packets [29].
Impact on FIAs. We now describe how adversaries can manipulate
or inject packets in different FIAs’ network flows.

Route manipulation. In SCION and NEBULA, modifying packets’
path directly has been specifically defended against with the use
of cryptographic next-hop verifiers. In MobilityFirst and NewlIP,
packet headers can be indirectly manipulated by an adversary to
modify its path. In MobilityFirst, the adversary can strategically
add or removing the interfaces for a specific GUID, while in NewlIP,
packet forwarding rules can be adjusted dynamically using the
contract headers. Finally, in XIA, there are no specific protections
in place to prevent the adversary from changing a packet’s route.
Packet injection. No FIAs make any changes that would prevent
packets from being injected or dropped from a given network
flow. However, tracing a specific flow is decidedly more difficult
in content-centric networks due to inconsistent address informa-
tion (e.g., MobilityFirst’s dynamic addresses) and packet aggrega-
tion [69]. Many FIAs make efforts to prevent replay [142], connec-
tion reset [159], and other integrity-violation attacks [28].

Takeaway 4: Packet manipulation is markedly more difficult
in several FIAs, as integrity checks and defenses were carefully
considered at their design stages.

4.5 Attacks on Network Caching Infrastructure

Network caches have become a fundamental component of the
Internet infrastructure, allowing content providers in the web to
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serve content faster while reducing bandwidth loads and costs
in enterprise networks [94, 104]. In the current Internet, caching
can be implemented at different layers, including caching prox-
ies (e.g., Squid [123]) or origin web servers (e.g., NGINX [103]).
From a privacy perspective, however, the presence of caches may
allow adversaries to deduce information about the data accessed
by users [91, 116], or prevent users from accessing the intended
data [104]. Outside of network caches, Chaabane et al. [1] propose
two additional attack vectors for enabling adversaries to engage in
censorship and surveillance over NDN. First, the human-readable
addresses used by NDN have the potential to reveal information
about the underlying content, since they are not abstract like in XIA
or MobilityFirst. Second, NDN signatures used to sign data might
reveal sensitive information about the original data producer.
Implications for surveillance and censorship. We examine five
main attack vectors involving network data caches that a state-level
adversary could use to infer private information over FIAs. NDN is
the primary FIA where these attacks have been studied and have
been considered feasible to some extent.

Cache enumeration. This attack enables an adversary to identify
contents stored in a network cache, potentially linking them to the
requesting users. If a caching router is under an adversary’s control,
it may scan for specific data names on a blocklist to identify users
requesting prohibited content. Adversaries can also list the contents
of caches outside their jurisdiction by repeatedly requesting random
or deterministically generated content from those caches. [30].
Cache pollution. In this attack, an adversary floods a router’s cache
with requests for obscure data displacing previously cached legiti-
mate content [59]. Pollution attacks can be employed around hosts
suspected of serving prohibited content, causing severe slowdowns,
akin to throttle-based censorship [165].

Content poisoning. In this attack, adversaries may place content with
avalid name and fake content or signatures into a router cache [105].
When a user requests poisoned content, the fake version is served
as opposed to being forwarded to the original source.

Cache timing. An adversary can determine if some content has been
recently accessed by a particular target [152]. First, the adversary
determines the retrieval time for cached and non-cached content
from a nearby router by sending out interests. If the response time
matches their recorded time for a cached interest, it means the
target user has recently loaded that content.

Conversation cloning. In this attack, an adversary attempts to repli-
cate a flow in the cache. First, the attacker discovers the specific
pattern with which content names are generated for some flow (e.g.,
a voice-over-CCN with IDs /users/alice/1,2,3). Then, the at-
tacker can predict future data packets by sending interests matching
the discovered pattern and gain access to the packet contents.
Impact on FlAs. The long-lived content caches in NDN, Mobility-
First, and XIA makes cache enumeration, timing, and conversation
cloning possible. In particular, NDN automatic prefix matching
allows an attacker to systematically map out the content of nearby
router caches [75]. In turn, MobilityFirst and XIA do not support au-
tomatic prefix matching; to perform enumeration attacks on these
architectures, an adversary must narrow their records to specific
websites or content. Cache poisoning operates in a similar fashion
as DNS cache poisoning is performed in the existing Internet. Cache
poisoning is not possible in MobilityFirst or XIA since data contents
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make use of self-certifying names. In turn, cache pollution attacks
are possible in NDN, MobilityFirst, and XIA.

Takeaway 5: The presence of router data caches in content
centric FIA networks opens up a broad surface for surveillance
and censorship efforts to take place.

4.6 Summary

Table 2 depicts an overview of the applicability of different censor-
ship and surveillance techniques to the FIAs we consider. All the
FIAs are susceptible to DNS-based censorship, a widely employed
technique in today’s TCP/IP censorship apparatus. In content-
centric networks, caching is likely to become a key focus for surveil-
lance and censorship efforts. Packet inspection is more effective in
FIAs that implement complex routing systems but requires greater
efforts from adversaries, thus presenting only a moderate threat.
Fingerprinting is still possible, although identifying specific flows
may prove difficult in content-centric networks. Packet manipula-
tion is effective in FIAs as many integrity protection mechanisms
have been added. Packet manipulation and fingerprinting may be
less severe compared with the aforementioned approaches because
they require comprehensive monitoring systems and considerable
processing power to be effective (e.g., to adequately train and deploy
traffic classification algorithms).

5 Privacy Enhancements for FIAs

The continuous cycle of building tools for evading increasingly
sophisticated Internet censorship and surveillance apparatuses is
typically referred to as an arms race [39]. This section describes
a set of prominent privacy-enhancing technologies introduced to
address network surveillance and censorship concerns, and which
have seen practical deployments in TCP/IP networks. We aim to
capture important classes of privacy-enhancing technologies that
have gained traction within the research community, and which
fostered ongoing improvements. Building on this description, we
assess how these techniques may translate to the FIA context.
Onion routing. Currently, NEBULA, SCION, and NDN are able to
support onion routing protocols that provide anonymity guarantees
for clients and content providers on the network. NEBULA can
integrate TorIP [82] by default. SCION, MobilityFirst, and XIA have
their own tailored anonymity protocols, which we detail below.
Content-centric networks do not allow for traditional onion routing,
but alternative anonymity systems have been devised [64].

Past research has looked into different approaches to provide
Tor-like anonymity on NDN. In ANDaNA [37], each router partici-
pating in the network takes an incoming interest, encrypts it as the
payload of a new interest packet with the same name and sends it
forward. In this way, the signatures of interest and data packets can
only be seen by routers one link before and after along the packet
path. AC3N [152] improves the performance and throughput of
ANDaNA by using MACs to ensure packet integrity within an AN-
DaNA network. Seo et al. [128] also propose a Tor-like anonymity
system for content-centric networks. HORNET [23] is a Tor-like
anonymization protocol designed for integration within SCION that
uses shared symmetric keys between routers along the pre-defined
SCION path to hide the complete path from intermediate nodes
and prevent path manipulation. TARANET [24] adds mixing, traffic
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Table 2: Summary of censorship and surveillance techniques
and their effectiveness in each of the studied FIAs.

Technique NDN SCION MF XIA NewlIP NEBULA IP
Packet Inspection
Address o [ © © ° ° °
Content (] - [ [ — — —
Service O @) [ © © © @)
Route O © ¢) © O [] O
Hostname o [ © [ [ [] [ ]
URL [ ] [ [ [ ] [ ] [ ] [ ]
Name Resolution Manipulation
Poisoning © [ © [ [ (] [ ]
Hijacking [ [ [ [ ° ° °
Traffic Analysis
Metadata © © © © © © ©
Packet Manipulation
Manipulate Route o [ o [ © @) @)
Drop Packet ° ° ° ° ° ° °
Manipulate Router e} o o © ° (e} (e}
Spoof Address ° ° [ ° ° ° °
Network Caching Infrastructure Attacks

Enumeration (] - © © - -

Timing Attack ° — [ [ — — —
Cloning ° - ° ° — — —
Poisoning (] — @) @) — — —
Pollution ° — [ [ — — —

@ = Technique Possible. © = Limited Possibility. O = Not Possible. — = N/A.

shaping, and packet splitting to HORNET as a defense against traf-
fic analysis attacks. Other schemes also aim to cryptographically
protect the entire SCION path [127].

Decoy routing. From a purely architectural standpoint, decoy
routing systems should be feasible to implement on all the host-
based FIAs we have discussed. In fact, such schemes have already
been developed for NDN [96], and related systems such as Har-
pocrates [13] similarly leverage proxy nodes to hide sources of data
from censors in NDN. Moreover, the general flexibility of addresses
in MobilityFirst and routes in XIA suggests that decoy routing
may be much easier to implement when compared with TCP/IP.
SCION’s public path listings can provide clients a guarantee that
their packet will reach and be processed by a given decoy router,
possibly deterring adversaries’ attempts at avoiding paths contain-
ing such routers [126]. In turn, we expect NEBULA’s cryptographic
route guarantees and consent requirements to complicate decoy
routing since the paths packets must follow after reaching a decoy
router must somehow be pre-approved and verified.
Application-layer covert channels. Covert channels have been
developed at the application layer to allow clients located within
a censored region to secretly access blocked contents or destina-
tions [151]. In this setting, a client initiates a connection with a
server located in the free Internet region over some application
that is allowed to cross a censor’s border. Resorting to different
techniques [17, 122, 131, 140], the application’s messages can be
manipulated to transfer potentially blocked content instead of legit-
imate application data. Covert channels can be implemented on the
application-layer in each of the FIAs. However, ensuring that one-
to-one covert channels can be established over FIA protocols might
prove challenging. For instance, in IP-multicast protocols (i.e., the
methods used in MobilityFirst and XIA), the current service type
may be listed within packet headers, making it difficult to generate
one-to-one traffic over multicast protocols.
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Bootstrapping. A problem shared between many anonymity and
censorship circumvention tools is the method for a user to securely
exchange cryptographic keys to bootstrap her activity in the sys-
tem. Some tools [76] help with bootstrapping anonymous com-
munication in TCP/IP, but no network-layer solution exists and
many censorship-evasion techniques rely on out-of-band key ex-
change [74]. Interestingly, NDN and XIA provide some built-in
solutions to the bootstrapping problem. In NDN, a deterministic
name generation algorithm can run on hosts and routers. In XIA
and NDN, interests can be sent with missing components, leaving
intermediate routers to fill-in the blanks. A client might direct their
packets to a large network and allow routers within that network
to determine the correct endpoint for a packet.

Blockchain. Recently developed privacy enhancing technologies
have integrated blockchain as a mechanism to enhance privacy and
limit surveillance and censorship efforts. In particular, InterPlane-
tary File Sharing [20] (IPFS) is a peer-to-peer distributed file sharing
system with the goal of spreading internet resources more equitably,
as the majority of current TCP/IP web traffic originates from a few
particular organizations. IPFS (and similar) blockchain-based file
sharing systems are not immune to censorship [3, 135]. Meanwhile,
IPFS’ peer-to-peer nature makes surveillance arguably easy, as users
leave a public record of the data they wish to access and when it
is downloaded [150]. Other censorship-resistant communication
tools have also been developed using public blockchains [147], per-
missionless cryptocurrencies [90], or Satoshi (i.e., Bitcoin) block
chains [119]. In NDN, tools for using blockchain [146] and applica-
tions to provide identifier management [167], cache protection [78],
and key management [84] have been proposed. A distributed file
sharing system targeted at SCION (and based in blockchain) has
also been developed [124]. NewIP has been the target of proposals
to use blockchain for name resolution services, although these are
likely to be more vulnerable to censorship and surveillance than
DNS itself [22, 162]. MobilityFirst and XIA’s content-centric design
makes them well-suited for potential integrations with blockchain
and IPFS-like technologies, although none have been developed.
Content anonymity. Some research has considered different ap-
proaches to anonymizing content-centric data requests (without
attempting to hide the host that sent an interest). Tourani et al. [148]
propose partially encoding NDN interest packets using multiple
Huffman tables. The data name prefix would direct packets to an
anonymization network followed by the precise encoded identifier.
Censors can only see that a packet is directed towards a network
that may be too large to censor in its entirety. Feng et al. [47] also
propose a similar encoding scheme. In turn, Fotiou et al. [50] sug-
gest using homomorphic encryption for concealing the destination
of NDN interest packets; data names are hierarchically organized
such that a censor can only interpret the initial packet destination.
For example, a packet would list /ufia/ad729fe/cab6@9a/. .. as
the interest. Once a router within ufia receives the packet, they can
decrypt the next segment and forward it as required. PrivICN [21]
is a system that expands on existing work by offering full protection
to data producers and consumers.

An alternative approach to anonymizing content in NDN is to
duplicate data, where a user requests content from a trusted source
who layers the original file with their own encryption and signature.
However, identifying duplicated content is a key operation for the
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Table 3: Application and implementation of prominent pri-
vacy enhancing techniques for FIAs.

Technique NDN SCION MF XIA NewlP NEBULA 1P
Onion Routing v’ v’ v v . N v’
Decoy Routing v’ ° ° ° ° o v’
Covert Channel v’ v’ o Vv © ° v’
Bootstrapping v’ e} e} L] e} @) e}
Blockchain N v’ ° [ v’ © v’
Content Anonymity v~ — v 0 — - -
Cache Protection v’ — ° ° — — —

v/ = Implemented. ® = Possible. © = Limited Possibility. O = Not Possible. — = N/A

optimization of large-scale NDN deployments, which may conflict
with the deployment of safeguards against censorship. Dulal et
al. [42] propose an algorithm to automatically identify and resolve
copies of the same content being cached at the same location.
Cache protection. Extensive research has investigated defenses
against the array of data cache attacks present in NDN. Qu et al. and
[113] propose using a blockchain to prevent pollution attacks, while
Lei et al. [78] suggest that blockchains may be used as a counter-
measure for poisoning. Hyeonseung et al. [66] provide a thorough
analysis of cache poisoning attacks and defenses. Multiple pollu-
tion mitigation techniques use statistical analysis to determine the
probability of an ongoing attack, but these can be evaded by name
encryption and obfuscation techniques [73]. Acs et al. [4] also pro-
pose a defense against cache timing attacks in NDN by artificially
delaying specific content requests. Incentive-based caching [102] as
a mechanism for reducing costs for large-scale NDN deployments
may also serve as a deterrent for censors that extensively request
content from or test particular routers extensively.

Summary. Table 3 depicts an overview of the ongoing deployment
of the different surveillance and censorship defenses addressed
above. NDN and SCION have seen the most research into privacy
enhancing techniques for defending against internet surveillance
and censorship, while, some FIAs allow for trust bootstrapping.

6 Discussion & Open Challenges

Informed by our previous analysis, this section discusses potential
directions for future work tied to the empirical assessment of FIAs’
susceptibility to different classes of privacy-invasive attacks aimed
at enforcing network surveillance and censorship policies and the
development of privacy-enhancing technologies tailored for FIAs.
FIA testbeds. First, we highlight the current dearth of easy to
deploy experimental FIA testbeds that would allow practitioners
to perform practical evaluations of FIAs’ defensive capabilities in
the above settings [71, 87]. The existing tools face some important
challenges that slows FIA research. First, most FIA testbeds are de-
veloped for a closed world or locally created network. We suggest
that FIA software should provide a solution to integrate with the
existing internet (using one of the many systems developed [7]),
to provide researchers with improved data collection capabilities.
Second, FIA testbeds are developed under different languages and
low-level libraries [28, 87, 144], resulting in that the experimen-
tation with new or upgraded FIA security-focused architectural
elements (which may even be applicable amongst multiple FIAs) re-
quires extensive custom development for different testbeds. Finally,
research into the interoperability of different FIAs (and security
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thereof) is an aspect that remains overlooked, with most existing
research targeting the integration of a given FIA with TCP/IP.
Resisting fingerprinting and packet inspection. A wide range
of traffic analysis techniques have been developed to conduct effec-
tive packet and flow inspection in the current Internet. However, it
remains uncertain whether the most valuable attributes for IP-based
fingerprinting would also hold a similar relevance when considering
network traffic exchanged via FIA-based networks. Some defenses
against traffic analysis have been proposed for FIAs (e.g., AC3N and
HORNET), but it is unclear whether the effectiveness of such tools
can be upheld under a closer scrutiny from the research community.
For instance, see the multiple attacks and improvements on Tor ex-
perienced over the last decade [68], as well as recently documented
flaws [72] on anonymity solutions (such as HORNET [23]) that
envision a deployment within FIAs.

Based on current research in IP and FIAs, we identify a set
of thrusts that can help gauge the effectiveness of FIA defenses
against packet inspection. Specifically, these include assessments
of the ability of adversaries to: a) identify network flows and their
sources/destinations; b) deduce the purpose of an encrypted flow
through analysis of FIA traffic metadata, and; c) identify FIA packet
attributes that can be exploited to enact filtering policies. Hiding
one address on a packet alone cannot stop adversaries from identi-
fying a packet’s destination network or interface in some FIAs.
Resisting censorship. There have been a wide array of privacy
enhancing tools constructed to defend against TCP/IP-based censor-
ship and surveillance. While some of these tools have been adapted
to the FIA context (§5), many have no equivalent implementation
or discussion surrounding their value to FIAs. We posit that one im-
portant reason for this fact is that some of these tools require large
support bases and/or infrastructures which are not yet available in
current FIA deployments [164].

We believe that the industry is well-positioned to help overcome
the above obstacles (even if indirectly) by investing in large-scale
FIA deployments (e.g., [141]). Indeed, prioritizing advances on the
technical readiness of FIAs will not only foster their early adoption
and the potential creation of innovative network services to users,
but also enable the research community to refine and scale mea-
surements and/or anti-censorship tools on FIAs more effectively,
departing from simulation-led experiments (e.g., [67]). Provided
with such capabilities, the research community should be better
equipped to re-create/extend existing censorship-resistant commu-
nication tools into the architecture space of FIAs.

Resisting caching and name resolution attacks. Multiple stud-
ies have investigated potential flaws and attack vectors for the data
caching mechanisms used in content-centric networks. Comple-
mentary research has proposed strategies to mitigate the effects of
specific attacks on caching and proposed broader defense mech-
anisms to prevent abuse. One aspect of FIAs that remains unex-
plored through the lens of censorship and surveillance pertains to
the interplay between name resolution services and caching. As it
stands, a large fraction of current internet censorship mechanisms
are triggered at DNS servers and their caches, a trend which is
likely to persist in FIA deployments. While security extensions like
DNSSEC [12] have been devised to counteract cache poisoning and
pollution in the current internet, the deployment of this protection
faces slow adoption. An interesting direction for future work would
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be to undertake a comprehensive analysis of security and privacy
aspects concerning emerging name resolution services (such as
NDNS and GNRS), alongside practical assessments of how attacks
on in-network caching might impact these services.

Resisting packet manipulation. Previous studies have explored
how adversaries might manipulate Internet packets’ paths or head-
ers. Several defenses and safeguards have been incorporated within
FIAs to counter these exploits, however few works have quantita-
tively assessed the efficacy of these defenses. Follow-up research
could uncover novel vulnerabilities within FIAs [111], leading to
important enhancements on packet manipulation safeguards. We
believe further research should analyze how packet paths are ex-
plicitly created and followed in each FIA, with the intent of un-
derstanding adversaries’ ability to: a) modify a packet’s route to
enact filtering policies or disallow it from leaving the region; b)
drop packets within the network without the source or destina-
tion realizing it; ¢) manipulate the network’s response to a packet
(particularly in NewIP) and assess the practical implications of a
successful execution, and; d) spoof network addresses.

Resisting Internet shutdowns. Adversaries with control over a
country’s network infrastructure can enforce shutdowns, i.e., block
all access to and from any devices within their jurisdiction, or enact
partial regional shutdowns [77]. Dainiotti et al. [31] reported on
two main approaches used to perform these shutdowns: disrupting
BGP connectivity, e.g., by halting the proper announcement of BGP
routes, and performing extremely restrictive packet filtering.

Our analysis suggests that the above shutdown mechanisms may
be applicable to all the FIAs discussed. Note that NDN, Mobility-
First, NewIP, and NEBULA use a BGP style routing protocol that
would be equally affected by current disruption techniques. We
believe further research should concentrate on: a) improving the
robustness of inter-domain routing algorithms in existing/future
FIA designs, towards developing mechanisms that might deter ad-
versaries from performing disconnections (e.g., by introducing ac-
countability mechanisms [33]), and; b) develop capabilities for FIA
users to recover connectivity when subjected to shutdowns.

7 Conclusion

In this paper, we analyse the different design elements of six promi-
nent FIAs, pinpointing conceivable avenues of attack that could be
exploited by powerful network adversaries to surveil and censor
Internet communications. Our analysis encompasses past efforts in
designing countermeasures against such practices, while shedding
light on areas requiring further attention. FIAs introduce novel
architectural elements aimed at improving Internet efficiency, scala-
bility, and security. These enhancements disregard new protections
against the efforts of powerful state-level network adversaries to
enforce tight network monitoring and control policies. As a result,
FIA designs can inadvertently facilitate the deployment of mass
surveillance and censorship tools.

Acknowledgments

This work was partially supported by NSERC under grants DGECR-
2023-00037 and CGS D-578769-2023, as well as the David R. Cheri-
ton Chair in Software Systems. We would also like to thank Adrian
Perrig for valuable discussions about this work.



SoK: The Spectre of Surveillance and Censorship in Future Internet Architectures

References
[1] Chaabane Abdelberi, Emiliano De Cristofaro, Mohamed Ali Kaafar, and Ersin

Uzun. 2013. Privacy in content-oriented networking: threats and countermea-
sures. Computer Communications Review 43, 3 (2013), 25-33.

Giuseppe Aceto and Antonio Pescapé. 2015. Internet Censorship detection: A
survey. Computer Networks 83 (2015), 381-421.

Irani Acharjamayum, Ripon Patgiri, and Dhruwajita Devi. 2018. Blockchain:
A Tale of Peer to Peer Security. In Proceedings of the IEEE Symposium Series on
Computational Intelligence. IEEE, Bangalore, India, 609-617.

Gergely Acs, Mauro Conti, Paolo Gasti, Cesar Ghali, Gene Tsudik, and Christo-
pher A. Wood. 2019. Privacy-Aware Caching in Information-Centric Networking.
IEEE Transactions on Dependable and Secure Computing 16, 2 (2019), 313-328.
Alexander Afanasyev, Xiaoke Jiang, Yingdi Yu, Jiewen Tan, Yumin Xia, Allison
Mankin, and Lixia Zhang. 2017. NDNS: A DNS-Like Name Service for NDN. In
Proceedings of the 26th International Conference on Computer Communication
and Networks. IEEE, Vancouver, BC, Canada, 1-9.

Andrei Agapi, Ken Birman, Robert M. Broberg, Chase Cotton, Thilo Kielmann,
Martin Millnert, Rick Payne, Robert Surton, and Robbert van Renesse. 2011.
Routers for the Cloud: Can the Internet Achieve 5-Nines Availability? IEEE
Internet Computing 15, 5 (2011), 72-77.

Manar Aldaoud, Dawood Al-Abri, Medhat Awadalla, and Firdous Kausar. 2023.
Leveraging ICN and SDN for Future Internet Architecture: A Survey. Electronics
12, 7 (2023), 1-36.

Moreno Ambrosin, Alberto Compagno, Mauro Conti, Cesar Ghali, and Gene
Tsudik. 2018. Security and Privacy Analysis of National Science Foundation
Future Internet Architectures. IEEE Communications Surveys and Tutorials 20, 2
(2018), 1418-1442.

Ashok Anand, Fahad R. Dogar, Dongsu Han, Boyan Li, Hyeontaek Lim, Michel
Machado, Wenfei Wu, Aditya Akella, David G. Andersen, John W. Byers, Srini-
vasan Seshan, and Peter Steenkiste. 2011. XIA: an architecture for an evolvable
and trustworthy internet. In Proceedings of the 10th ACM Workshop on Hot Topics
in Networks. ACM, Cambridge, USA, 1-2.

Tom Anderson, Ken Birman, Robert M. Broberg, Matthew Caesar, Douglas
Comer, Chase Cotton, Michael J. Freedman, Andreas Haeberlen, Zachary G.
Ives, Arvind Krishnamurthy, William H. Lehr, Boon Thau Loo, David Maziéres,
Antonio Nicolosi, Jonathan M. Smith, Ion Stoica, Robbert van Renesse, Michael
Walfish, Hakim Weatherspoon, and Christopher S. Yoo. 2013. The NEBULA
Future Internet Architecture. In Proceedings of the Future Internet Assembly:
Validated Results and New Horizons, Vol. 7858. Springer, Surat, India, 16-26.
Tom Anderson, Ken Birman, Robert M. Broberg, Matthew Caesar, Douglas
Comer, Chase Cotton, Michael J. Freedman, Andreas Haeberlen, Zachary G.
Ives, Arvind Krishnamurthy, William H. Lehr, Boon Thau Loo, David Maziéres,
Antonio Nicolosi, Jonathan M. Smith, Ion Stoica, Robbert van Renesse, Michael
Walfish, Hakim Weatherspoon, and Christopher S. Yoo. 2014. A brief overview
of the NEBULA future internet architecture. Computer Communications Review
44,3 (2014), 81-86.

Roy Arends, Rob Austein, Matt Larson, Dan Massey, and Scott Rose. 2005. DNS
Security Introduction and Requirements. RFC 4033 (2005), 1-21.

Md Washik Al Azad, Reza Tourani, Abderrahmen Mtibaa, and Spyridon Mas-
torakis. 2022. Harpocrates: Anonymous Data Publication in Named Data Net-
working. In Proceedings of the 27th ACM Symposium on Access Control Models
and Technologies. ACM, New York, NY, USA, 79-90.

Alireza Bahramali, Amir Houmansadr, Ramin Soltani, Dennis Goeckel, and
Don Towsley. 2020. Practical Traffic Analysis Attacks on Secure Messaging
Applications. In Proceedings of the 27th Annual Network and Distributed System
Security Symposium. The Internet Society, San Diego, CA, USA, 1-18.

Diogo Barradas, Nuno Santos, Luis Rodrigues, Salvatore Signorello, Fernando
M. V. Ramos, and André Madeira. 2021. FlowLens: Enabling Efficient Flow
Classification for ML-based Network Security Applications. In Proceedings of
the 28th Annual Network and Distributed System Security Symposium. NDSS,
Virtual Event, 1-18.

Diogo Barradas, Nuno Santos, and Luis E. T. Rodrigues. 2018. Effective Detection
of Multimedia Protocol Tunneling using Machine Learning. In Proceedings of
the 27th USENIX Security Symposium. USENIX Association, Baltimore,MD, USA,
169-185.

Diogo Barradas, Nuno Santos, Luis E. T. Rodrigues, and Vitor Nunes. 2020. Pok-
ing a Hole in the Wall: Efficient Censorship-Resistant Internet Communications
by Parasitizing on WebRTC. In Proceedings of the ACM SIGSAC Conference on
Computer and Communications Security. ACM, Virtual Event, 35-48.

David Barrera, Raphael M. Reischuk, Pawel Szalachowski, and Adrian Perrig.
2015. SCION Five Years Later: Revisiting Scalability, Control, and Isolation on
Next-Generation Networks. CoRR abs/1508.01651 (2015), 1-21.

Marek Bator, Jakub Przystasz, and Milosz Serafin. 2023. Security of the DNSSEC
Protocol and its Impact on Online Privacy Protection. Advances in Web Devel-
opment Journal 1, 1 (2023), 1-20.

[20] Juan Benet. 2014. IPFS - Content Addressed, Versioned, P2P File System. CoRR

abs/1407.3561 (2014), 1-11.

[21]

[22]

[23]

[24]

[25

[26

[27

[28

[29]

[30

[31

[32

[33

[34

[35

[36

[37

[38

[39

[40

[41]

[42

[43

[44]

Proceedings on Privacy Enhancing Technologies 2025(2)

César Bernardini, Samuel Marchal, Muhammad Rizwan Asghar, and Bruno
Crispo. 2019. PrivICN: Privacy-preserving content retrieval in information-
centric networking. Computer Networks 149 (2019), 13-28.

Carolina Caeiro, Kate Jones, and Emily Taylor. 2021. Technical Standards and
Human Rights: The Case of New IP. Chatham House and Brookings Institution
Press 0, 0 (2021), 1-412.

Chen Chen, Daniele Enrico Asoni, David Barrera, George Danezis, and Adrian
Perrig. 2015. HORNET: High-speed Onion Routing at the Network Layer. In Pro-
ceedings of the 22nd ACM SIGSAC Conference on Computer and Communications
Security. ACM, Denver, USA, 1441-1454.

Chen Chen, Daniele Enrico Asoni, Adrian Perrig, David Barrera, George Danezis,
and Carmela Troncoso. 2018. TARANET: Traffic-Analysis Resistant Anonymity
at the Network Layer. In Proceedings of the IEEE European Symposium on Security
and Privacy. IEEE, London, United Kingdom, 137-152.

Shuoshuo Chen and Fabrice Mizero. 2015. A Survey on Security in Named Data
Networking. CoRR abs/1512.04127 (2015), 1-6.

Zhe Chen, Chuang Wang, Guanwen Li, Zhe Lou, Sheng Jiang, and Alex Galis.
2020. NEW IP Framework and Protocol for Future Applications. In Proceedings of
the Network Operations and Management Symposium. IEEE, Budapest, Hungary,
1-5.

Giovanni Cherubin, Rob Jansen, and Carmela Troncoso. 2022. Online Web-
site Fingerprinting: Evaluating Website Fingerprinting Attacks on Tor in the
Real World. In Proceedings of the 31st USENIX Security Symposium. USENIX
Association, Boston, MA, USA, 753-770.

Laurent Chuat, Markus Legner, David Basin, David Hausheer, Samuel Hitz, Peter
Miiller, and Adrian Perrig. 2022. The Complete Guide to Scion. Information
Security and Cryptography 0, 0 (2022), 1-653.

Richard Clayton, Steven J. Murdoch, and Robert N. M. Watson. 2006. Ignoring
the Great Firewall of China. In Proceedings of the 6th International Workshop on
Privacy Enhancing Technologies, Vol. 4258. Springer, Cambridge, UK, 20-35.
Alberto Compagno, Mauro Conti, Eleonora Losiouk, Gene Tsudik, and Sebas-
tiano Valle. 2020. A Proactive Cache Privacy Attack on NDN. In Proceedings of
the IEEE/IFIP Network Operations and Management Symposium. IEEE, Budapest,
Hungary, 1-7.

Alberto Dainotti, Claudio Squarcella, Emile Aben, Kimberly C. Claffy, Marco
Chiesa, Michele Russo, and Antonio Pescapeé. 2014. Analysis of Country-Wide
Internet Outages Caused by Censorship. IEEE/ACM Transactions on Networking
22, 6 (2014), 1964-1977.

Pratim Datta. 2022. Hannibal at the gates: Cyberwarfare & the Solarwinds
sunburst hack. Journal of Information Technology Teaching Cases 12, 2 (2022),
115-120.

G. De Gregorio and N. Stremlau. 2020. Internet shutdowns and the limits of law.
International Journal of Communication 14 (2020), 4224—-4243.

Joeri de Ruiter and Caspar Schutijser. 2021. Next-generation internet at ter-
abit speed: SCION in P4. In Proceedings of the 17th International Conference on
emerging Networking EXperiments and Technologies. ACM, Munich, Germany,
119-125.

Ronald J Deibert. 2023. The Autocrat in Your IPhone: How Mercenary Spyware
Threatens Democracy. Foreign Affairs 102 (2023), 1-72.

Xinhao Deng, Qilei Yin, Zhuotao Liu, Xiyuan Zhao, Qi Li, Mingwei Xu, Ke Xu,
and Jianping Wu. 2023. Robust Multi-tab Website Fingerprinting Attacks in the
Wild. In Proceedings of the 44th IEEE Symposium on Security and Privacy. IEEE,
San Francisco,CA, USA, 1005-1022.

Steve DiBenedetto, Paolo Gasti, Gene Tsudik, and Ersin Uzun. 2012. ANDaNA:
Anonymous Named Data Networking Application. In Proceedings of the 19th An-
nual Network and Distributed System Security Symposium. The Internet Society,
San Diego, USA, 1-18.

Wenxiu Ding, Zheng Yan, and Robert H. Deng. 2016. A Survey on Future
Internet Security Architectures. IEEE Access 4 (2016), 4374-4393.

Roger Dingledine. 2011. Tor and the Censorship Arms Race: Lessons Learned.
In Proceedings of the 12th International Conference on Cryptology (Lecture Notes
in Computer Science, Vol. 7107). Springer, Chennai, India, 1-2.

Roger Dingledine, Nick Mathewson, and Paul F. Syverson. 2004. Tor: The
Second-Generation Onion Router. In Proceedings of the 13th USENIX Security
Symposium. USENIX, San Diego, USA, 303-320.

Lucas Dixon, Thomas Ristenpart, and Thomas Shrimpton. 2016. Network Traffic
Obfuscation and Automated Internet Censorship. IEEE Security and Privacy 14,
6 (2016), 43-53.

Saurab Dulal and Lan Wang. 2023. Reining in Redundant Traffic through
Adaptive Duplicate Suppression in Multi-Access NDN Networks. In Proceedings
of the 10th ACM Conference on Information-Centric Networking. ACM, Reykjavik,
Iceland, 78-87.

Arun Dunna, Ciaran O’Brien, and Phillipa Gill. 2018. Analyzing China’s Blocking
of Unpublished Tor Bridges. In Proceedings of the 8th USENIX Workshop on Free
and Open Communications on the Internet. USENIX Association, Baltimore, MD,
USA, 1-7.

Zakir Durumeric, Zane Ma, Drew Springall, Richard Barnes, Nick Sullivan,
Elie Bursztein, Michael D. Bailey, J. Alex Halderman, and Vern Paxson. 2017.



Proceedings on Privacy Enhancing Technologies 2025(2)

The Security Impact of HTTPS Interception. In Proceedings of the 24th Annual
Network and Distributed System Security Symposium. The Internet Society, San
Diego, CA, USA, 1-14.

Roya Ensafi, Philipp Winter, Abdullah Mueen, and Jedidiah R. Crandall. 2015.
Analyzing the Great Firewall of China Over Space and Time. Proceedings on
Privacy Enhancing Technologies 2015, 1 (2015), 61-76.

Kevin R. Fall and Stephen Farrell. 2008. DTN: an architectural retrospective.
IEEE Journal on Selected Areas in Communications 26, 5 (2008), 828-836.

Tao Feng, Fei Xing, Ye Lu, and Jun Li Fang. 2015. Secure Network Coding-
Based Named Data Network Mutual Anonymity communication Protocol. In
Proceedings of the International Conference on Electrical, Computer Engineering
and Electronics. Atlantis Press, Jinan, PR China, 1107-1114.

Edwin Fenil and P. Mohan Kumar. 2020. Survey on DDoS defense mechanisms.
Concurrency and Computation: Practice and Experience 32, 4 (2020), 1-12.
Darleen Fisher. 2014. A look behind the future internet architectures efforts.
Computer Communications Review 44, 3 (2014), 45-49.

Nikos Fotiou, Dirk Trossen, Giannis F. Marias, Alexandros Kostopoulos, and
George C. Polyzos. 2014. Enhancing information lookup privacy through ho-
momorphic encryption. Security and Communication Networks 7, 12 (2014),
2804-2814.

Vince Fuller and Tony Li. 2006. Classless Inter-domain Routing (CIDR): The
Internet Address Assignment and Aggregation Plan. RFC 4632 (2006), 1-27.
Paolo Gasti and Gene Tsudik. 2018. Content-Centric and Named-Data Net-
working Security: The Good, The Bad and The Rest. In Proceedings of the 2018
IEEE International Symposium on Local and Metropolitan Area Networks. IEEE,
Washington, DC, USA, 1-6.

John Geddes, Max Schuchard, and Nicholas Hopper. 2013. Cover your ACKs:
pitfalls of covert channel censorship circumvention. In Proceedings of the ACM
SIGSAC Conference on Computer and Communications Security. ACM, Berlin,
Germany, 361-372.

Sharon Goldberg. 2014. Why is it taking so long to secure internet routing?
ACM Communications 57, 10 (2014), 56-63.

Snehapreethi Gopinath, Shweta Jain, Shivesh Makharia, and Dipankar Ray-
chaudhuri. 2010. An experimental study of the Cache-and-Forward network
architecture in multi-hop wireless scenarios. In Proceedings of the 17th IEEE
Workshop on Local and Metropolitan Area Networks. IEEE, Long Branch, USA,
1-6.

Christian Grothoff, Matthias Wachs, Monika Ermert, and Jacob Appelbaum.
2017. NSA’s MORECOWBELL: knell for DNS. Unpublished technical report 0, 0
(2017), 1-16.

Toru Hasegawa. 2013. A Survey of the Research on Future Internet and Network
Architectures. IEICE Transactions on Communications 96-B, 6 (2013), 1385-1401.
Jamie Hayes and George Danezis. 2016. k-fingerprinting: A Robust Scalable
Website Fingerprinting Technique. In Proceedings of the 25th USENIX Security
Symposium. USENIX Association, Austin, TX,USA, 1187-1203.

Abdelhak Hidouri, Mohamed Hadded, Nasreddine Hajlaoui, Haifa Touati, and
Paul Miihlethaler. 2021. Cache Pollution Attacks in the NDN Architecture:
Impact and Analysis. In Proceedings of the International Conference on Software,
Telecommunications and Computer Networks. IEEE, Split, Hvar, Croatia, 1-6.
Abdelhak Hidouri, Nasreddine Hajlaoui, Haifa Touati, Mohamed Hadded, and
Paul Muhlethaler. 2022. A Survey on Security Attacks and Intrusion Detection
Mechanisms in Named Data Networking. Computers 11, 12 (2022), 1-186.
Alden Hilton, Joel Hirschmann, and Casey T. Deccio. 2022. Beware of IPs in
Sheep’s Clothing: Measurement and Disclosure of IP Spoofing Vulnerabilities.
IEEE/ACM Transactions on Networking 30, 4 (2022), 1659-1673.

Amir Houmansadr, Chad Brubaker, and Vitaly Shmatikov. 2013. The Parrot Is
Dead: Observing Unobservable Network Communications. In Proceedings of the
IEEE Symposium on Security and Privacy. IEEE Computer Society, Berkeley,CA,
USA, 65-79.

Rebekah Houser, Shuai Hao, Zhou Li, Daiping Liu, Chase Cotton, and Haining
Wang. 2021. A Comprehensive Measurement-based Investigation of DNS Hijack-
ing. In Proceedings of the 40th International Symposium on Reliable Distributed
Systems. IEEE, Chicago, IL, USA, 210-221.

Hsu-Chun Hsiao, Tiffany Hyun-Jin Kim, Adrian Perrig, Akira Yamada, Samuel C.
Nelson, Marco Gruteser, and Wei Meng. 2012. LAP: Lightweight Anonymity
and Privacy. In Proceedings of the IEEE Symposium on Security and Privacy. IEEE
Computer Society, San Francisco, CA, USA, 506-520.

Geoff Huston. 2024. Calling time on DNSSEC? https://blog.apnic.net/2024/05/
28/calling-time-on-dnssec/

Hyeonseung Im and Dohyung Kim. 2020. An Overview of Content Poisoning
in NDN: Attacks, Countermeasures, and Direction. KSII Transactions on Internet
and Information Systems 14, 7 (2020), 2904-2918.

Marina Ivanovic, Frangois Wirz, Jordi Subira Nieto, and Adrian Perrig. 2024.
Charting Censorship Resilience & Global Internet Reachability: A Quantitative
Approach. CoRR abs/2403.09447 (2024), 1-7.

Ishan Karunanayake, Nadeem Ahmed, Robert A. Malaney, Rafiqul Islam, and
Sanjay K. Jha. 2021. De-Anonymisation Attacks on Tor: A Survey. IEEE Com-
munications Surveys and Tutorials 23, 4 (2021), 2324-2350.

[69]

[70

[71

[72

73

[74

[75

[76]

[77]

[78

[79

[80

(81

[82

[83]

[84

[85
[86

[87

[88

[89

[90

[91

Michael Wrana, Diogo Barradas, and N Asokan

Siham Khoussi, Davide Pesavento, Lotfi Benmohamed, and Abdella Battou. 2017.
NDN-trace: a path tracing utility for named data networking. In Proceedings
of the 4th ACM Conference on Information-Centric Networking. ACM, Berlin,
Germany, 116-122.

Do-hyung Kim, Jun Bi, Athanasios V. Vasilakos, and Ikjun Yeom. 2017. Security
of Cached Content in NDN. IEEE Transactions on Information Forensics and
Security 12, 12 (2017), 2933-2944.

Cyrill Krahenbiihl, Seyedali Tabaeiaghdaei, and Christelle Gloor. 2021. Deploy-
ment and scalability of an inter-domain multi-path routing infrastructure. In
Proceedings of the 17th International Conference on emerging Networking EXperi-
ments and Technologies. ACM, Munich, Germany, 126—140.

Christiane Kuhn, Martin Beck, and Thorsten Strufe. 2020. Breaking and (Par-
tially) Fixing Provably Secure Onion Routing. In Proceedings of the IEEE Sympo-
sium on Security and Privacy. IEEE, San Francisco, CA, USA, 168-185.

Naveen Kumar, Ashutosh Kumar Singh, Abdul Aleem, and Shashank Srivastava.
2019. Security Attacks in Named Data Networking: A Review and Research
Directions. Journal of Computer Science Technology 34, 6 (2019), 1319-1350.
Sampsa Latvala, Mohit Sethi, and Tuomas Aura. 2020. Evaluation of Out-of-Band
Channels for IoT Security. SN Computer Science 1, 1 (2020), 18:1-18:17.

Tobias Lauinger, Nikolaos Laoutaris, Pablo Rodriguez, Thorsten Strufe, Ernst W.
Biersack, and Engin Kirda. 2012. Privacy risks in named data networking: what
is the cost of performance? Computer Communications Review 42, 5 (2012),
54-57.

David Lazar and Nickolai Zeldovich. 2016. Alpenhorn: Bootstrapping Secure
Communication without Leaking Metadata. In Proceedings of the 12th USENIX
Symposium on Operating Systems Design and Implementation. USENIX Associa-
tion, Savannah, GA, USA, 571-586.

Chris Leberknight and Nivitha Raveendran. 2018. Internet Censorship and
Economic Impacts: A case study of Internet outages in India. In Proceedings of
the 24th Americas Conference on Information Systems. Association for Information
Systems, New Orleans, LA, USA, 1-11.

Kai Lei, Junjie Fang, Qichao Zhang, Junjun Lou, Maoyu Du, Jiyue Huang, Jian-
ping Wang, and Kuai Xu. 2020. Blockchain-Based Cache Poisoning Security
Protection and Privacy-Aware Access Control in NDN Vehicular Edge Comput-
ing Networks. Journal of Grid Computing 18, 4 (2020), 593-613.

Richard Li, Alexander Clemm, Uma Chunduri, Lijun Dong, and Kiran Makhijani.
2018. A New Framework and Protocol for Future Networking Applications. In
Proceedings of the 2018 Workshop on Networking for Emerging Applications and
Technologies. ACM, Budapest, Hungary, 21-26.

Richard Li, Kiran Makhijani, and Lijun Dong. 2020. New IP: A Data Packet
Framework to Evolve the Internet : Invited Paper. In Proceedings of the 21st IEEE
International Conference on High Performance. IEEE, Newark, USA, 1-8.
Baojun Liu, Chaoyi Lu, Hai-Xin Duan, Ying Liu, Zhou Li, Shuang Hao, and Min
Yang. 2019. Who is answering my queries: understanding and characterizing
interception of the DNS resolution path. In Proceedings of the Applied Networking
Research Workshop. ACM, Montreal, Quebec, Canada, 15-16.

Vincent Liu, Seungyeop Han, Arvind Krishnamurthy, and Thomas E. Anderson.
2011. Tor instead of IP. In Proceedings of the 10th ACM Workshop on Hot Topics
in Networks. ACM, Cambridge, MA, USA, 1-14.

Boon Thau Loo, Tyson Condie, Minos N. Garofalakis, David E. Gay, Joseph M.
Hellerstein, Petros Maniatis, Raghu Ramakrishnan, Timothy Roscoe, and Ion
Stoica. 2009. Declarative networking. Commun. ACM 52, 11 (2009), 87-95.
Junjun Lou, Qichao Zhang, Zhuyun Qi, and Kai Lei. 2018. A Blockchain-based
key Management Scheme for Named Data Networking. In Proceedings of the 1st
International Conference on Hot Information-Centric Networking. IEEE, Shenzhen,
China, 141-146.

Gary Scott Malkin. 1998. RIP Version 2. RFC 2453 (1998), 1-39.

Alexander Master and Christina Garman. 2023. A Worldwide View of Nation-
state Internet Censorship. In Free and Open Communications on the Internet.
FOCI, Virtual Event, 1-23.

Spyridon Mastorakis, Alexander Afanasyev, and Lixia Zhang. 2017. On the
Evolution of ndnSIM: an Open-Source Simulator for NDN Experimentation.
Computer Communications Review 47, 3 (2017), 19-33.

Srdjan Matic, Carmela Troncoso, and Juan Caballero. 2017. Dissecting Tor
Bridges: A Security Evaluation of their Private and Public Infrastructures. In
Proceedings of the 24th Annual Network and Distributed System Security Sympo-
sium. The Internet Society, San Diego, CA, USA, 1-15.

Ulrike Meyer and Susanne Wetzel. 2004. A man-in-the-middle attack on UMTS.
In Proceedings of the ACM Workshop on Wireless Security. ACM, Philadelphia,PA,
USA, 90-97.

Mohsen Minaei, Pedro Moreno-Sanchez, and Aniket Kate. 2020. MoneyMorph:
Censorship Resistant Rendezvous using Permissionless Cryptocurrencies. Pro-
ceedings on Privacy Enhancing Technologies 2020, 3 (2020), 404-424.

Seyed Ali Mirheidari, Sajjad Arshad, Kaan Onarlioglu, Bruno Crispo, Engin
Kirda, and William Robertson. 2020. Cached and Confused: Web Cache Decep-
tion in the Wild. In Proceedings of the 29th USENIX Security Symposium. USENIX
Association, Virtual Event, 665-682.


https://blog.apnic.net/2024/05/28/calling-time-on-dnssec/
https://blog.apnic.net/2024/05/28/calling-time-on-dnssec/

SoK: The Spectre of Surveillance and Censorship in Future Internet Architectures

(92]

[93

[98

[99

[100]

[101

[107

[108

[109

[110

[111]

[112
[113

[114

Paul V. Mockapetris. 1987. Domain names - implementation and specification.
RFC 1035 (1987), 1-55.

Sarfaraz Ahmed Mohammed and Anca L Ralescu. 2023. Future Internet Ar-
chitectures on an Emerging Scale—A Systematic Review. Future Internet 15, 5
(2023), 1-166.

Giovane C. M. Moura, John S. Heidemann, Ricardo de Oliveira Schmidt, and
Wes Hardaker. 2019. Cache Me If You Can: Effects of DNS Time-to-Live. In
Proceedings of the Internet Measurement Conference. ACM, Amsterdam, The
Netherlands, 101-115.

John Moy. 1997. OSPF Version 2. RFC 2178 (1997), 1-211.

Hamid Mozaffari, Amir Houmansadr, and Arun Venkataramani. 2019. Blocking-
Resilient Communications in Information-Centric Networks Using Router Redi-
rection. In Proceedings of the IEEE Globecom Workshops. IEEE, Waikoloa, HI,
USA, 1-6.

Shreyasee Mukherjee, Shravan Sriram, Tam Vu, and Dipankar Raychaudhuri.
2017. EIR: Edge-aware inter-domain routing protocol for the future mobile
internet. Computer Networks 127 (2017), 13-30.

Madhumita Murgia and Anna Gross. 2020. China and Huawei propose reinven-
tion of the internet.

Madhumita Murgia and Anna Gross. 2020. Inside China’s controversial mission
to reinvent the internet.

Jad Naous, Michael Walfish, Antonio Nicolosi, David Maziéres, Michael Miller,
and Arun Seehra. 2011. Verifying and enforcing network paths with icing. In Pro-
ceedings of the Conference on Emerging Networking Experiments and Technologies.
ACM, Tokyo, Japan, 1-30.

David Naylor, Matthew K. Mukerjee, Patrick Agyapong, Robert Grandl, Ruogu
Kang, Michel Machado, Stephanie Brown, Cody Doucette, Hsu-Chun Hsiao,
Dongsu Han, Tiffany Hyun-Jin Kim, Hyeontaek Lim, Carol Ovon, Dong Zhou,
Soo Bum Lee, Yue-Hsun Lin, H. Colleen Stuart, Daniel Paul Barrett, Aditya
Akella, David G. Andersen, John W. Byers, Laura Dabbish, Michael Kaminsky,
Sara B. Kiesler, Jon M. Peha, Adrian Perrig, Srinivasan Seshan, Marvin A. Sirbu,
and Peter Steenkiste. 2014. XIA: architecting a more trustworthy and evolvable
internet. Computer Communications Review 44, 3 (2014), 50-57.

Anselme Ndikumana, Nguyen Hoang Tran, Tai Manh Ho, Dusit Niyato, Zhu
Han, and Choong Seon Hong. 2018. Joint Incentive Mechanism for Paid Content
Caching and Price Based Cache Replacement Policy in Named Data Networking.
IEEE Access 6 (2018), 33702-33717.

Clement Nedelcu. 2015. Nginx HTTP Server. Packt Publishing Ltd, USA.

Hoai Viet Nguyen, Luigi Lo Iacono, and Hannes Federrath. 2019. Your Cache
Has Fallen: Cache-Poisoned Denial-of-Service Attack. In Proceedings of the ACM
SIGSAC Conference on Computer and Communications Security. ACM, London,
UK, 1915-1936.

Tan N. Nguyen, Xavier Marchal, Guillaume Doyen, Thibault Cholez, and Rémi
Cogranne. 2017. Content Poisoning in Named Data Networking: Comprehensive
characterization of real deployment. In Proceedings of the IFIP/IEEE Symposium
on Integrated Network and Service Management. IEEE, Lisbon, Portugal, 72-80.
Arian Akhavan Niaki, Shinyoung Cho, Zachary Weinberg, Nguyen Phong
Hoang, Abbas Razaghpanah, Nicolas Christin, and Phillipa Gill. 2020. ICLab: A
Global, Longitudinal Internet Censorship Measurement Platform. In Proceedings
of the 2020 IEEE Symposium on Security and Privacy. IEEE, San Diego, USA,
135-151.

Erik Nordstrém, David Shue, Prem Gopalan, Robert Kiefer, Matvey Arye,
Steven Y. Ko, Jennifer Rexford, and Michael J. Freedman. 2012. Serval: An End-
Host Stack for Service-Centric Networking. In Proceedings of the 9th USENIX
Symposium on Networked Systems Design and Implementation. USENIX Associa-
tion, San Jose, USA, 85-98.

Jianli Pan, Subharthi Paul, and Raj Jain. 2011. A survey of the research on future
internet architectures. IEEE Communications Magazine 49, 7 (2011), 26-36.
Sae Hyong Park, Yong-Yoon Shin, and Namseok Ko. 2020. A Scalable Name
Lookup Service for NDN. In Proceedings of the International Conference on
Information and Communication Technology Convergence. IEEE, Jeju Island,
Korea, 1025-1027.

Sanjoy Paul, Roy Yates, Dipankar Raychaudhuri, and Jim Kurose. 2008. The
cache-and-forward network architecture for efficient mobile content delivery
services in the future internet. In Proceedings of the ITU-T Kaleidoscope Academic
Conference—lnnovations in NGN: Future Network and Services. IEEE, Barcelona,
Spain, 367-374.

Jodo C. Pereira, Tobias Klenze, Sofia Giampietro, Markus Limbeck, Dionysios
Spiliopoulos, Felix A. Wolf, Marco Eilers, Christoph Sprenger, David A. Basin,
Peter Miiller, and Adrian Perrig. 2024. Protocols to Code: Formal Verification of
a Next-Generation Internet Router. CoRR abs/2405.06074 (2024), 1-16.

Jon Postel. 1981. Internet Protocol. RFC 791 (1981), 1-51.

Dapeng Qu, Guoxin Lv, Shijun Qu, Haiying Shen, Yue Yang, and Zhaoyang
Heng. 2022. An Effective and Lightweight Countermeasure Scheme to Multiple
Network Attacks in NDN. IEEE/ACM Transactions on Networking 30, 2 (2022),
515-528.

Mohammad Saidur Rahman, Payap Sirinam, Nate Mathews, Kantha Girish
Gangadhara, and Matthew Wright. 2020. Tik-Tok: The Utility of Packet Timing

509

[115

[116

[117

[118

[119

[120

[121

[122]

[123

[124

[125]

[126

[127

[128

[129

[130

[131

[132

=
@
&

134

[135]

[136

Proceedings on Privacy Enhancing Technologies 2025(2)

in Website Fingerprinting. Proceedings on Privacy Enhancing Technologies 2020,
3(2020), 1-20.

Ram Sundara Raman, Prerana Shenoy, Katharina Kohls, and Roya Ensafi. 2020.
Censored Planet: An Internet-wide, Longitudinal Censorship Observatory. In
Proceedings of the ACM SIGSAC Conference on Computer and Communications
Security. ACM, Virtual Event, 49-66.

Audrey Randall, Enze Liu, Gautam Akiwate, Ramakrishna Padmanabhan, Ge-
offrey M. Voelker, Stefan Savage, and Aaron Schulman. 2020. Trufflehunter:
Cache Snooping Rare Domains at Large Public DNS Resolvers. In Proceedings of
the ACM Internet Measurement Conference. ACM, Virtual Event, 50-64.

Sylvia Ratnasamy, Paul Francis, Mark Handley, Richard M. Karp, and Scott
Shenker. 2001. A scalable content-addressable network. In Proceedings of the
ACM SIGCOMM Conference on Applications, Technologies, Architectures, and
Protocols for Computer Communication. ACM, San Diego, USA, 161-172.
Dipankar Raychaudhuri, Kiran Nagaraja, and Arun Venkataramani. 2012. Mo-
bilityFirst: a robust and trustworthy mobility-centric architecture for the future
internet. ACM SIGMOBILE Mob. Computer Communications Review 16, 3 (2012),
2-13.

Ruben Recabarren and Bogdan Carbunar. 2022. Toward Uncensorable, Anony-
mous and Private Access Over Satoshi Blockchains. Proceedings on Privacy
Enhancing Technologies 2022, 1 (2022), 207-226.

Yakov Rekhter, Tony Li, and Susan Hares. 2006. A Border Gateway Protocol 4
(BGP-4). RFC 4271 (2006), 1-104.

Rafal Rohozinski Ronald Deibert, John Palfrey and Jonathan Zittrain (Eds.). 2010.
Access Controlled: The Shaping of Power, Rights, and Rule in Cyberspace. MIT
Press, Cambridge, MA, USA.

Marc B. Rosen, James Parker, and Alex J. Malozemoff. 2021. Balboa: Bobbing
and Weaving around Network Censorship. In Proceedings of the 30th USENIX
Security Symposium. USENIX Association, Virtual Event, 3399-3413.

Alex Rousskov and Valery Soloviev. 1998. On Performance of Caching Proxies
(Extended Abstract). In Proceedings of the ACM SIGMETRICS Joint International
Conference on Measurement and modeling of computer systems. ACM, Madison,
Wisconsin, USA, 272-273.

Leopold Ryll, David Hausheer, and Mesut Giines. 2018. Development and Eval-
uation of a SCION-Enhanced Distributed Storage Solution. Ph.D. Dissertation.
Master’s thesis, OVGU Magdeburg.

Giovanni Schmid. 2021. Thirty Years of DNS Insecurity: Current Issues and
Perspectives. IEEE Communications Surveys and Tutorials 23, 4 (2021), 2429-
2459.

Max Schuchard, John Geddes, Christopher Thompson, and Nicholas Hopper.
2012. Routing around decoys. In Proceedings of the ACM Conference on Computer
and Communications Security. ACM, Raleigh, NC, USA, 85-96.

Lars-Christian Schulz, Robin Wehner, and David Hausheer. 2023. Cryptographic
Path Validation for SCION in P4. In Proceedings of the 6th European P4 Workshop.
ACM, Paris, France, 17-23.

Seog Chung Seo, Taehong Kim, and Myeongwuk Jang. 2014. A privacy-
preserving approach in content centric networks. In Proceedings of the IEEE 11th
Consumer Communications and Networking Conference. IEEE, Las Vegas, NV,
USA, 866-871.

Ivan Seskar, Kiran Nagaraja, Samuel C. Nelson, and Dipankar Raychaudhuri.
2011. MobilityFirst future internet architecture project. In Proceedings of the
Asian Internet Engineering Conference. ACM, Bangkok, Thailand, 1-3.
Mohammad Shahrul Mohd Shah, Yu-Beng Leau, Mohammed Anbar, and Ali Ab-
dulqader Bin-Salem. 2023. Security and Integrity Attacks in Named Data Net-
working: A Survey. IEEE Access 11 (2023), 7984-8004.

Piyush Kumar Sharma, Devashish Gosain, and Sambuddho Chakravarty. 2021.
Camoufler: Accessing The Censored Web By Utilizing Instant Messaging Chan-
nels. In Proceedings of the Asia Conference on Computer and Communications
Security. ACM, Hong Kong, 147-161.

Justine Sherry, Shaddi Hasan, Colin Scott, Arvind Krishnamurthy, Sylvia Rat-
nasamy, and Vyas Sekar. 2012. Making middleboxes someone else’s problem:
network processing as a cloud service. In Proceedings of the ACM SIGCOMM
Conference. ACM, Helsinki, Finland, 13-24.

Internet Society. 2022. Huaweis New IP Proposal - Frequently Asked Questions.
Sparks, Neo, Tank, Smith, and Dozer. 2012. The collateral damage of internet
censorship by DNS injection. Computer Communications Review 42, 3 (2012),
21-27.

Srivatsan Sridhar, Onur Ascigil, Navin V. Keizer, Francois Genon, Sébastien
Pierre, Yiannis Psaras, Etienne Riviére, and Michal Krél. 2024. Content Censor-
ship in the InterPlanetary File System. In Proceedings of the 31st Annual Network
and Distributed System Security Symposium. The Internet Society, San Diego,
CA, USA, 1-17.

Sophie Stalla-Bourdillon, Evangelia Papadaki, and Tim Chown. 2014. From porn
to cybersecurity passing by copyright: How mass surveillance technologies are
gaining legitimacy ... The case of deep packet inspection technologies. Computer
Law and Security Review 30, 6 (2014), 670-686.



Proceedings on Privacy Enhancing Technologies 2025(2)

[137

[138

[139

[140]

[141

[142

[143

[144

[145

[146

[147

[148

[149]

[150

[151

[152

[153

[154]

[155

[156

[157

[158

[159

Ion Stoica, Robert Tappan Morris, David Liben-Nowell, David R. Karger, M. Frans
Kaashoek, Frank Dabek, and Hari Balakrishnan. 2003. Chord: a scalable peer-
to-peer lookup protocol for internet applications. IEEE/ACM Transactions on
Networking 11, 1 (2003), 17-32.

Ton Stoica and Hui Zhang. 1998. LIRA: An approach for service differentiation in
the Internet. In Proceedings of the Workshop on Network and Operating Systems
Support for Digital Audio and Video, Vol. 98. ACM, Athlone, Ireland, 345-359.
Ramesh Subramanian. 2011. The growth of global internet censorship and
circumvention: A survey. Communications of the International Information
Management Association 11, 2 (2011), 1-23.

Zhen Sun and Vitaly Shmatikov. 2023. Telepath: A Minecraft-based Covert
Communication System. In Proceedings of the 44th IEEE Symposium on Security
and Privacy. IEEE, San Francisco,CA, USA, 2223-2237.

Anapaya Systems. 2024. Anapaya -Secure, resilient, and controlled connectivity
with SCION.

Paul F. Syverson. 1994. A Taxonomy of Replay Attacks. In Proceedings of the
7th IEEE Computer Security Foundations Workshop. IEEE Computer Society,
Franconia, New Hampshire, USA, 187-191.

Junji Takemasa, Yuki Koizumi, and Toru Hasegawa. 2021. Vision: toward 10
Tbps NDN forwarding with billion prefixes by programmable switches. In
Proceedings of the 8th ACM Conference on Information-Centric Networking. ACM,
Paris, France, 13-19.

Xiaobin Tan, Weiwei Feng, Jinyang Lv, Yang Jin, Zhifan Zhao, and Jian Yang.
2020. f-NDN: An Extended Architecture of NDN Supporting Flow Transmission
Mode. IEEE Transactions on Communications 68, 10 (2020), 6359-6373.

Pouyan Fotouhi Tehrani, Eric Osterweil, Jochen H. Schiller, Thomas C. Schmidt,
and Matthias Wahlisch. 2019. The Missing Piece: On Namespace Management
in NDN and How DNSSEC Might Help. In Proceedings of the 6th ACM Conference
on Information-Centric Networking. ACM, Macao, SAR, China, 37-43.

Quang Tung Thai, Namseok Ko, Sung Hyuk Byun, and Sunme Kim. 2022. Design
and implementation of NDN-based Ethereum blockchain. Journal of Network
and Computer Applications 200 (2022), 103329-103339.

Thore Tiemann, Sebastian Berndt, Thomas Eisenbarth, and Maciej Liskiewicz.
2023. "Act natural!": Exchanging Private Messages on Public Blockchains. In
Proceedings of the 8th IEEE European Symposium on Security and Privacy. IEEE,
Delft, Netherlands, 292-308.

Reza Tourani, Satyajayant Misra, Jorg Kliewer, Scott Ortegel, and Travis Mick.
2015. Catch Me If You Can: A Practical Framework to Evade Censorship in
Information-Centric Networks. In Proceedings of the 2nd International Conference
on Information-Centric Networking. ACM, San Francisco, CA, USA, 167-176.
Reza Tourani, Satyajayant Misra, Travis Mick, and Gaurav Panwar. 2018. Secu-
rity, Privacy, and Access Control in Information-Centric Networking: A Survey.
IEEE Communications Surveys and Tutorials 20, 1 (2018), 566—-600.

Dennis Trautwein, Aravindh Raman, Gareth Tyson, Ignacio Castro, Will Scott,
Moritz Schubotz, Bela Gipp, and Yiannis Psaras. 2022. Design and evaluation
of IPFS: a storage layer for the decentralized web. In Proceedings of the ACM
SIGCOMM Conference. ACM, Amsterdam, The Netherlands, 739-752.

Michael Carl Tschantz, Sadia Afroz, anonymous, and Vern Paxson. 2016. SoK:
Towards Grounding Censorship Circumvention in Empiricism. In Proceedings of
the IEEE Symposium on Security and Privacy. IEEE Computer Society, San Jose,
CA,USA, 914-933.

Gene Tsudik, Ersin Uzun, and Christopher A. Wood. 2016. AC3N: Anonymous
communication in Content-Centric Networking. In Proceedings of the 13th IEEE
Annual Consumer Communications & Networking Conference. IEEE, Las Vegas,
USA, 988-991.

Kazuaki Ueda, Chikara Sasaki, and Atsushi Tagami. 2022. Towards an incre-
mental deployment of NDN: robust bootstrapping using in-network indirection.
In Proceedings of the 9th ACM Conference on Information-Centric Networking.
ACM, Osaka, Japan, 171-173.

John-Paul Verkamp and Minaxi Gupta. 2012. Inferring Mechanics of Web
Censorship Around the World. In Proceedings of the 2nd USENIX Workshop on
Free and Open Communications on the Internet. USENIX Association, Bellevue,
USA, 1-7.

Giovanni Vigna. 2003. A Topological Characterization of TCP/IP Security. In
Proceedings of the International Symposium of Formal Methods (Lecture Notes in
Computer Science, Vol. 2805). Springer, Pisa, Italy, 914-939.

Liang Wang, Kevin P. Dyer, Aditya Akella, Thomas Ristenpart, and Thomas
Shrimpton. 2015. Seeing through Network-Protocol Obfuscation. In Proceedings
of the 22nd ACM SIGSAC Conference on Computer and Communications Security.
ACM, Denver, CO, USA, 57-69.

Tao Wang and Ian Goldberg. 2013. Comparing Website Fingerprinting Attacks
and Defenses. University of Waterloo, Waterloo, ON, CA.

Tao Wang and Ian Goldberg. 2013. Improved website fingerprinting on Tor. In
Proceedings of the 12th ACM Workshop on Privacy in the Electronic Society. ACM,
Berlin, Germany, 201-212.

Nicholas C. Weaver. 2011. TCP Reset Injection. In Encyclopedia of Cryptography
and Security. Springer, Virtual Event, 1282-1283.

510

Michael Wrana, Diogo Barradas, and N Asokan

[160] Zachary Weinberg, Diogo Barradas, and Nicolas Christin. 2021. Chinese Wall or
Swiss Cheese? Keyword filtering in the Great Firewall of China. In Proceedings
of the Web Conference. ACM / IW3C2, Ljubljana, Slovenia, 472-483.

Mingshi Wu, Jackson Sippe, Danesh Sivakumar, Jack Burg, Peter Anderson,
Xiaokang Wang, Kevin Bock, Amir Houmansadr, Dave Levin, and Eric Wustrow.
2023. How the Great Firewall of China Detects and Blocks Fully Encrypted Traf-
fic. In Proceedings of the 32nd USENIX Security Symposium. USENIX Association,
Anaheim, CA, USA, 2653-2670.

Yue Wu and Zoltan Rajnai. 2024. 5G Standardisation: case study in China. In
Proceedings of the 22nd IEEE World Symposium on Applied Machine Intelligence
and Informatics. IEEE, Virtual Event, 000133-000138.

Eric Wustrow, Scott Wolchok, Ian Goldberg, and J. Alex Halderman. 2011. Telex:
Anticensorship in the Network Infrastructure. In Proceedings of the 20th USENIX
Security Symposium. USENIX Association, San Francisco, CA, USA, 1-15.
Diwen Xue, Anna Ablove, Reethika Ramesh, Grace Kwak Danciu, and Roya
Ensafi. 2024. Bridging Barriers: A Survey of Challenges and Priorities in the
Censorship Circumvention Landscape. In Proceedings of the 33rd USENIX Security
Symposium. USENIX Association, Philadelphia, PA, USA, 1-19.

Diwen Xue, Reethika Ramesh, Valdik S. S, Leonid Evdokimov, Andrey Viktorov,
Arham Jain, Eric Wustrow, Simone Basso, and Roya Ensafi. 2021. Throttling
Twitter: an emerging censorship technique in Russia. In Proceedings of the ACM
Internet Measurement Conference. ACM, Virtual Event, 435-443.

Tarun Kumar Yadav, Akshat Sinha, Devashish Gosain, Piyush Kumar Sharma,
and Sambuddho Chakravarty. 2018. Where The Light Gets In: Analyzing Web
Censorship Mechanisms in India. In Proceedings of the Internet Measurement
Conference. ACM, Boston, MA, USA, 252-264.

Ho-Kyung Yang, Hyun-Jong Cha, and You-Jin Song. 2019. Secure Identifier
Management Based on Blockchain Technology in NDN Environment. IEEE
Access 7 (2019), 6262-6268.

Lixia Zhang, Alexander Afanasyev, Jeff Burke, Van Jacobson, ke claffy, Patrick
Crowley, Christos Papadopoulos, Lan Wang, and Beichuan Zhang. 2014. Named
data networking. Computer Communications Review 44, 3 (2014), 66-73.

Xin Zhang, Hsu-Chun Hsiao, Geoffrey Hasker, Haowen Chan, Adrian Perrig,
and David G. Andersen. 2011. SCION: Scalability, Control, and Isolation on Next-
Generation Networks. In Proceedings of the 32nd IEEE Symposium on Security
and Privacy. IEEE Computer Society, Berkeley, USA, 212-227.

Yu Zhang, Xuming An, Mengze Yuan, Xiangyuan Bu, and Jianping An. 2020.
Concurrent Multipath Routing Optimization in Named Data Networks. IEEE
Internet Things 7, 2 (2020), 1451-1463.

Zhiyi Zhang, Su Yong Won, and Lixia Zhang. 2021. Investigating the Design
Space for Name Confidentiality in Named Data Networking. In Proceedings
of the IEEE Military Communications Conference. IEEE, San Diego, CA, USA,
570-576.

Zhiyi Zhang, Yingdi Yu, Haitao Zhang, Eric Newberry, Spyridon Mastorakis,
Yanbiao Li, Alexander Afanasyev, and Lixia Zhang. 2018. An Overview of
Security Support in Named Data Networking. IEEE Communications Magazine
56, 11 (2018), 62-68.

[161

[162

[163

[164

[165

[166

[167

[168

[169

[170

[171

[172

A The Internet Protocol (IP)

The Internet Protocol (IP) [112] is the network-layer communica-
tion protocol used in the current Internet that directs packets from
a source to a destination based on the pair of addresses provided.
IP consists of a simple design that provides best-effort service with
no guarantees (i.e., packets may be lost, fragmented, or re-ordered).
More complex features (e.g., security, congestion control, reliable
delivery) that are required for modern Internet functionality are
provided by other protocols in different layers.

Names and addresses. IPv4 addresses are 32 bits long and orga-
nized according to the classless inter-domain routing standard [51].
Each address is split into a network-identifying prefix followed
by a host identifier. Organizations (e.g., ISPs) are assigned IP ad-
dress blocks by the Internet Assigned Numbers Authority. In turn,
the Domain Name System (DNS) [92] serves as the phonebook of
the Internet, and converts human-readable hostnames (e.g., www.
example.com) into IP addresses (e.g., 192.168.0.1). DNS name servers
store mappings between hostnames and IP addresses, and respond
to queries about their records. These servers are distributed around
the world and organized hierarchically.


www.example.com
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Packet structure. IPv4 packet headers [112] contain 20 bytes (+
a 40-byte optional section). Header fields include the source and
destination address, its length, the payload length, checksum, packet
fragmentation data, and upper-layer protocol information.
Routing. InIP, routing is organized into a separate data and control
plane. The data plane encompasses low-level operations concerned
with how routers process packets, and is focused on determining
packets’ correct outgoing links. In turn, the control plane can be
perceived as a high-level configuration that determines how pack-
ets should flow through a network. An autonomous system (AS) is
a group of IP address prefixes owned by one or more network op-
erators with a clearly defined routing policy. Control plane routing
is thus divided into intra-AS and inter-AS.

The data plane consists of three main operations: input process-
ing, switching, and output processing. A router determines the
output link for an incoming packet by comparing header infor-
mation (e.g., destination IP address) with entries in its forwarding
information base (FIB) using the longest prefix matching rule. The
router’s switching fabric then quickly sends the packet to an out-
going link. If packets arrive at the output of a router above the line
rate, they are stored in a queue. The network operator’s routing
policy determines which packets are forwarded first.

In the control plane, intra-AS routing primarily focuses on find-
ing the most efficient path between two nodes within an AS. There
are numerous different approaches to intra-AS routing such as
RIP [85] and OSPF [95]. Intra-AS routing algorithms are chosen in-
dependently by each AS owner and generally designed to maximize
efficiency and minimize network load.

Inter-AS routing is performed via a single global system fol-
lowing the border gateway protocol (BGP) [120]. This protocol is
used to find paths between two ASes, and is usually dominated by
policy considerations (e.g., geographical, political, legal, economic,
etc.) and real-world constraints. For instance, ISPs typically avoid
transiting traffic across others’ ASes with whom they do not have
concrete business arrangement in place.
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